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1 Executive Summary 

This deliverable describes the work carried out during the final period of the project 

regarding the development of approaches for predictive analytics and recommendation 

for the four entities of interest: tracks, artists, music genres and playlists. For the work 

presented in this deliverable, we have considered the questions and recommendations 

raised by the external reviewers in the 2nd Review Meeting of FuturePulse and also the 

feedback from pilot partners after the small-scale pilot. Additionally, many of the methods 

presented in this document have been developed to address the set of new and updated 

requirements specified in a multidisciplinary and interactive way.  

Two important new requirements defined during this period are playlist recommendations 

and the support of smart notifications each time an end-user enters the platform. For the 

first requirement we developed a new approach, while for the second we revised several 

of the methods described in D3.2. We also worked on the update of genre popularity 

analysis and prediction to overcome the drawbacks of the previous approach.  

Finally, we worked towards the implementation of approaches to detect emerging and 

upcoming artists in a more efficient and extended way compared to the corresponding 

methods described in D3.2. Therefore, the methods presented in this deliverable are 

either updates of the methods and algorithms presented in D3.2, or new approaches to 

tackle the new requirements.   

This deliverable reports on the final implementation of algorithms and APIs for the 

FuturePulse predictive analytics and recommendation framework, that have been 

integrated or will be integrated in the FuturePulse platform.   
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2 Introduction and Relation to other WPs/Tasks 

This report documents the current progress of the FuturePulse consortium in the area of 

predictive analytics and recommendation. As described also in D3.1 and D3.2, in terms 

of organization of the effort, two key groups of requirements have been identified, one 

related to predictive models for tracks, and another related to predictive models for artists 

and genres. These parts were assigned to two partners of the consortium, MMAP and 

CERTH. In particular, MMAP is responsible for modelling the popularity of tracks (Section 

3.1) and CERTH for modelling the popularity of artists (Section 4) and genres (Section 

5). Moreover, CERTH has developed and tested a model for the recommendation of 

playlists given tracks (Section 6).  

In table 2.1 we present the core requirements of the FuturePulse, as those formulated 

by the second review and the small-scale pilot, and the sections in which we describe 

the work conducted to meet them.   

 

Req Description Contributions  

BMP REQ#2 
popularity level of a track by 
region 

Track popularity estimation described in 
section 3 

RL_REQ#1 
Predict success of track based 
on initial response 

RL_REQ#10A1 
Recommend playlists to pitch 
based on a track's profile. 

Playlist discovery approach described 
in section 6 

RL_REQ#5 Genres trending for each market  
 
Genre popularity estimation described 
in section 5.2. 
 
Prediction of future genre popularity 
described in section 5.4 

BMP_REQ#15 Genre popularity for each market 

LM_REQ#5 Genres trending for each market 

LM_REQ#9 Genre popularity 

LM_REQ#6 Growth of artist popularity Popularity Scores Calculation of Spotify 
Artists per Country (section 4.2) 
Ranking Artists Based on Geometric 
Artist Popularity Increase (section 4.4) 

RL_REQ#7 
Trending tracks and artists 
discovery 

new2 
Dashboard redesign (smart 
notifications and highlights for 
artists and tracks) 

Event impact on metrics (section 4.3) 
Ranking Artists Based on Geometric 
Artist Popularity Increase (section 4.4) 

Table 2.1 FuturePulse Requirements and the related contribution  

 

 
1 This requirement is an update of the RL_REQ#10 which was about statistics for playlists. More 
precisely, that initial requirement was about periodical monitoring of an extensive list of playlists 
to provide insights about artists and tracks. After the implementation of RL_REQ#10, the Record 
Label pilot updated the requirement to include playlist recommendations, as this is an important 
procedure for record labels when a new track is about to be released.    
2 Given the diverse and extensive set of metrics collected by the FuturePulse platform, and the 
popularity metrics produced by the methods described in this deliverable, this requirement was 
designed jointly by all pilot and technical partners to facilitate user navigation. The idea is to 
provide important highlights as notification each time an end-user login into the platform.   
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To sum up, this deliverable marks the achievement of the following platform features: 

- Acquire relevant metrics to be considered in track, artist, playlist and genre popularity 

estimation and prediction models 

- Provide a model for track popularity estimation based on several track popularity input 

metrics from various sources 

- Build and provide a machine learning model for track popularity prediction 

- Detect trending tracks based on their current popularity or their recent or future estimated 

popularity increase 

- Learn representations of playlists and tracks based on audio features, to facilitate the 

discovery of relevant playlists given a new track of interest 

- Detect emerging and trending artists based on their recent popularity increase (if 

applicable) gauged by the composite metric of Geometric Artist Popularity, to discover 

emerging artists and produce notifications for important changes on artist level 

- Compute various popularity metrics for genres and artists at country level 

- Estimate the significance of the impact an event has on the marketwise streaming activity 

of artists implementing the CausalImpact method that uses Bayesian inference on state-

space models 

- Present and employ a novel neural network-based architecture for the problem of 

multivariate time series forecasting and the specific task of genre popularity prediction 

per market 

- Detect streaming preference similarities between countries and build a country similarity 

network to detect co-occurring patterns across countries.  

- Implement an API framework that provides the above features in the platform for 

visualization 
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3 Track Popularity Estimation and Prediction  

This section presents the methods used to analyze, estimate and predict the popularity 

of artists’ tracks. For a detailed study of different methods that concluded in the present 

result, please refer to deliverable D3.2 Predictive analytics and recommendation 

framework v2. 

3.1 Track Popularity Data Sources 

The following sources for popularity are used as an input to the algorithm for track 

popularity estimation and prediction. For each of those sources, a data acquisition 

module was built, that takes care of querying the APIs of the services listed below, in 

order to gather the popularity data needed for track popularity estimation. The list of 

sources is the following: 

• Spotify popularity3: metric computed by Spotify that provides a current evaluation of the 

popularity of each track. The value is an integer between 0 and 100. As specified in the 

API documentation, the metric is based mostly on the number of plays that a track has 

had on recent days. (Note that this value can suffer from some delay by a few days.) 

• Spotify charts4: Top 200 and Viral 50 tracks as determined by Spotify, on a global and 

per country level (available as a CSV download, daily or weekly). 

• Spotify analytics5: more detailed streaming metrics (see table 3.1 below) provided by 

Spotify to their partners, which are music labels and distributors. For FuturePulse, 

Playground Music (PGM) provides us access to the Spotify analytics data for their 

catalog. (Data outside catalogs with granted access cannot be accessed).  

• Deezer rank6: global indicator of a song’s popularity from 0 to 1 million computed by 

Deezer. Similarly, to Spotify popularity, it is based on the track’s recent stream count on 

the platform.  

• YouTube views, likes, dislikes and comments: 4 cumulative metrics provided by 

YouTube’s API7 on each YouTube link (i.e. “track”). 

• BMAT Vericast8: BMAT monitors 5,000 radio stations and 1,500 television channels in 

134 countries, and over 1,000 clubs worldwide. BMAT’s Vericast audio recognition and 

music identification platform uses audio fingerprinting technologies to monitor up to 72 

million tracks and provides airplay data for the tracks played in any of those outlets 

through Vericast API.  

 

Data acquisition (“crawling”) was started from Spotify and YouTube in February 2018. In 

June 2019, BMAT and Deezer were added. Spotify Analytics was added in early 2020, 

but this source provides also historic data, therefore we can acquire all the past 

information for the streams of tracks. Data acquisition is performed daily, as the values 

change daily. 

Table 3.1 shows an overview of signals (metrics) acquired and tracked per each source. 

 

 

 

 
3 https://developer.spotify.com/documentation/web-api/reference/tracks/get-track/ 
4 https://spotifycharts.com 
5 https://analytics.spotify.com 
6 https://developers.deezer.com/api 
7 https://www.youtube.com/intl/fr/yt/dev/api-resources/ 
8 https://www.bmat.com/en/api-vericast/ 

https://developers.deezer.com/api


Multimodal Predictive Analytics and Recommendation Services for the Music Industry 10 

 

Grant Agreement Number: 761634 – FuturePulse – H2020-ICT-2016-2/ICT-19 
 

 

 

Funded by the 

European Commission 

 

Source Signals (Metrics) Granularity 

BMAT airplay count daily;  

global and per country9 

Deezer rank (0-1,000,000) daily; global 

Spotify popularity index (0-100) daily; global 

Spotify Charts position in top 200 

# of streams for top 200 

position in viral 5010 

daily or weekly; 

global and per country11 

Spotify Analytics12 # of streams per: 

country 

free/premium subscription 

age group 

sex (female/male/neutral) 

daily;  

# total streams per country, 

other demographics are 

global 

YouTube # of views 

# of likes 

# of dislikes 

# of comments 

daily; global 

Table 3.1 Sources used to acquire data for “FuturePulse track popularity” and the 

signals (metrics) available 

 

3.2 Track Popularity Estimation  

For estimating a track’s overall popularity, based on the different sources we analyze, we 

perform several pre-processing steps of the raw data and ultimately combine the different 

data points in a weighted manner to provide “Futurepulse’s track popularity estimation”. 

3.2.1 Data Preprocessing 

Several reformatting and transformation processes have been applied to the signals from 

different data sources. From each raw signal X’s(t) we perform a series of transformations 

to get a final usable signal Xs(t) = fs(X’s(t)). The transformations fs() depend on the nature 

of the original signal, but in general:  

• Gap filling: Knowing that collected data can suffer from data gaps (due to various 

reasons: internal technical issues, API updates, requests limits, etc.), a gap filling process 

based on simple linear interpolation is applied (see Figure 3.1); 

• Differentiation (measuring increase): Cumulative signals (i.e YouTube’s signals) have 

been differentiated on periods of X days in order to have a signal representing the current 

trend on each day (in our experiments, X = 5 days); 

• Logarithmic transform: Moreover, we log-transformed the cumulative signals (e.g. from 

YouTube) to approach a normal distribution (see Figure 3.2). 

• Rescaling: Finally, for all signals, the processed time series are rescaled to a range 

between 0 and 1 (with a global minimum and maximum for all the tracks, per signal); 

 
9 country-wise airplays from BMAT not tracked yet at the time of writing of this deliverable 
10 Spotify viral 50 not tracked yet at the time of writing of this deliverable 
11 country-wise data from Spotify charts not tracked yet at the time of writing of this deliverable 
12 only for music labels and distributors which can provide us access to their Spotify Analytics 
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Figure 3.1 Gap-filled signal vs. original signal data from web data collection 

 

 

 

Figure 3.2 Distribution of YouTube views: differentiated (log transformed) vs. 

differentiated (before log transform) 

3.2.2 Track Popularity Score Calculation Algorithm 

The various metrics from different sources are aggregated into one general popularity 

metric (called “FuturePulse track popularity”), representing the general global 

popularity of a track at a defined moment in time. 

Regarding the different formatted signals 𝑋𝑠(𝑡) presented in the previous sections, the 

track popularity metric is the result of the weighted average of those different signals.  

𝑃(𝑡) =  
∑ 𝑋𝑠(𝑡) × 𝑊𝑠(𝑡) 

𝑠

∑ 𝑊𝑠(𝑡) 
𝑠

 

For a signal s, the weight can be a defined constant Cs, or can be time dependent to any 

other formatted metric s’: 

𝑊𝑠(𝑡) =  𝐶𝑠   𝑜𝑟  𝐶𝑠× 𝑓(𝑋𝑠
′(𝑡))  

      
For instance, the current implementation of the popularity aggregation defines the 

weighting of Spotify Popularity and Deezer rank as constant, considering the fact that 

those metrics have been internally normalized and adjusted by the providers. On the 

other hand, a proportional weighting regarding the scaled YouTube views is used for 
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weighting the derivated YouTube views, with the aim to assign more importance to 

YouTube views variations when the number of views is high. 

The following table presents the weights used in the above equation to compute the 

“FuturePulse track popularity”. These weights can be adapted according to needs, 

e.g. after evaluation by users and/or further algorithmic experiments with new data and/or 

after addition of further sources and signals.  

At the time of writing this document, the different signals from Spotify Analytics are 

pending to be added to the weighted aggregation, i.e. this will lead to a change of the 

current weights as presented in table 3.2. 

Signal (metric) Transforms Weight 

Spotify popularity Rescaling 1 

YouTube views (1) Derivative, Log-transform, Rescaling 0.8 

YouTube views (2) Rescaling 0.5 

Deezer rank Rescaling 0.25 

BMAT airplay count13 Log-transform, Rescaling 0.5 

Table 3.2 Weighting of different popularity signals (metrics) and transforms applied to 

compute “FuturePulse track popularity” 

3.2.3 Track Popularity Prediction  

While the previous subsection described the estimation of an aggregated general current 

track popularity metric, this subsection deals with the prediction of future track popularity 

(track popularity prediction, i.e. trend prediction). 

In deliverable D3.2 (Predictive analytics and recommendation framework v2) we 

presented an extensive evaluation of different Machine Learning models and parameters 

in order to perform future track popularity prediction. 

Existing data at that time has been split into “past” and “future” data to predict, and an 

automatic evaluation has been performed evaluating the algorithms on the “future” data 

that was not used to train the algorithm.  

For the detailed evaluation of algorithms, e.g. k-Nearest-Neighbor, different Long-Short-

Term-Memory networks (LSTM) [Hochreiter and Schmidhuber 1997], various distance 

metrics and parameters such as different number of days used for training and 

prediction, please refer to deliverable D3.2 

Models and Parameters for Track Popularity Prediction 

Given our evaluations in deliverable D3.2 we chose the following machine learning model 

and parameters to perform track popularity prediction: 

k-Nearest-Neighbor Model Parameters: 

• k = 25 (i.e. most 25 similar trend curves are used to make predictions for the trend of 

each track) 

 
13 BMAT airplay numbers will contribute only positively to the formula, if airplays happen;  never 
negatively, if a song is not played on the radio. 
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• L1 distance (a.k.a. “cityblock” or “manhattan” distance) is used to compute the closest 

neighbor curves 

• curve predictions are done by averaging the closest similar curves 

• 28 days of data from the past is used to perform predictions 

• 21 days of predictions into the future can be performed 

• the k-NN model is retrained once per week, an all available data from the past from all 

track data available (not only 28 days, not only the tracks to be predicted) 

 

The k-Nearest-Neighbor Model has been shown as simple and effective in our evaluation 

on D3.2. It is also fast to compute, which is important as currently we compute ~100K 

tracks  on a daily basis, for 28 days of historical data to predict 21 days, which given the 

number of signals (metrics) listed above, already amounts to millions of predictions to be 

made every day. 

Prediction and Aggregation Approach: 

Selected source signals (e.g. YouΤube views, Spotify popularity, …) are each predicted 

individually, with a k-NN model trained on data from that source and metric individually 

in each case. 

Once the popularity predictions on individual signals are done, calculation of the 

aggregated “FuturePulse Track Popularity” is performed as per the weighted formula 

presented in “Track Popularity Score Calculation Algorithm” above. This is done both for 

the 28 past days and the 21 predicted days in the future, at the same time, in the same 

way. I.e. “FuturePulse Track Popularity Prediction” is composed of the (weighted) 

individual source signal’s predictions. 

Figure 3.3 shows an example of source metrics, aggregated FuturePulse popularity and 

predictions for the individual sources and FuturePulse popularity. 

 

 

Figure 3.3 Track Popularity metrics and aggregated FuturePulse popularity as well as 

predictions for 21 days on the example of “In the Shadows” by The Rasmus 
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3.2.4 Track Popularity Ranking  

As we acquire, estimate and predict popularity metrics for about 100,000 tracks, it is very 

tedious to observe the predictions of all of them manually. As a consequence, identifying 

the most popular or most trending tracks is a requirement. A recent addition to the track 

popularity estimation scoring and prediction is the track popularity ranking. 

The track popularity ranking allows to rank tracks by: 

• biggest popularity on a particular day (for FuturePulse popularity metric or individual 

source metrics) 

• biggest increase in popularity since n days (e.g. identifying the most trending racks since 

a week ago or any other time frame) 

• biggest expected increase in popularity within the predicted time frame (up to 3 weeks) 

Track popularity ranking is available via the /popularity/toptracks endpoint described in 

Appendix A. Here we provide two examples of track popularity ranking: 

 

Rank YouTube ID Views Artist Title 

1 kJQP7kiw5Fk 6634924879 Luis Fonsi 
Despacito ft. Daddy 

Yankee 

2 JGwWNGJdvx8 4627228875 Ed Sheeran 
Shape of You [Official 

Video] 

3 RgKAFK5djSk 4421396285 Wiz Khalifa 
See You Again ft. Charlie 

Puth [Official Video] 

4 OPf0YbXqDm0 3778463646 Mark Ronson 
Uptown Funk (Official 

Video) ft. Bruno Mars 

5 fRh_vgS2dFE 3250014297 Justin Bieber 
Sorry (PURPOSE: The 

Movement) 

6 CevxZvSJLk8 3010934284 Katy Perry Roar (Official) 

7 hT_nvWreIhg 2922433303 OneRepublic 
Counting Stars (Official 

Music Video) 

8 lp-EO5I60KA 2913448909 Ed Sheeran 
Thinking Out Loud [Official 

Video] 

9 nfWlot6h_JM 2877563219 Taylor Swift Shake It Off 

10 YqeW9_5kURI 2743178147 
Major Lazer & DJ 

Snake 

Lean On (feat. MØ) 

(Official Music Video) 

Table 3.3 Top 10 tracks from our tracked data set by YouTube views on 2020-02-1914 

 

 

 

 

 
14 API request: GET /popularity/youtube/toptracks?date=2020-02-19&field=views 
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Rank 2020-02-12 2020-02-19 Increase Artist Title 

1 0.0 38.0 38.0 Justin Bieber Love Yourself 

2 0.0 30.0 30.0 Justin Bieber Boyfriend 

3 0.0 28.0 28.0 Black Wonderful Life 

4 27.0 53.0 26.0 Josie Dunne 
Stay the Way I Left You 

(feat. Dahl) 

5 0.0 24.0 24.0 Shawn Mendes 
There's Nothing Holdin' Me 

Back 

6 3.0 24.0 21.0 Fredrik Strand Sigo Aquí 

7 0.0 21.0 21.0 Cock Robin Just Around the Corner 

8 9.0 27.0 18.0 Fatboy Slim Right Here, Right Now 

9 0.0 17.0 17.0 Sebastian Yatra Traicionera 

10 8.0 25.0 17.0 
The Brand New 

Heavies 
Beautiful 

 

Table 3.4 Top 10 tracks from our tracked data set which most increased in Spotify 

popularity from 2020-02-12 to 2020-02-1915 

 
15 API request: GET /popularity/spotify/toptracks?field=popularity&date=2020-02-19 
&date_diff=2020-02-12 
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4 Artist Popularity Estimation and Prediction 

This section covers the analysis performed in order to support parts of the LM_REQ#5, 

LM_REQ#6 and RL_REQ#7 (artist popularity in a given territory, growth of artist 

popularity, trending track discovery). 

4.1 Artist - Genre Association Graphs Generation 

In order to create a unified data driven approach on artist popularity estimation, we 

decided to construct a graph that will represent all the relations between artists and 

genres. To this end, we gathered all the Daily top 200 Spotify charts16 since the beginning 

of 2017 until today (February 2020) for 59 countries. This collection resulted in 66,917 

tracks from 13,302 artists with a total of 1,938 genre tags, for 1127 dates. Along with this 

data, we also included 224,515 artists from Spotify that had at least one genre tag, along 

with their corresponding genres, resulting in a total of 237,817 artists with 3,551 

corresponding genres. The next step was to produce a bipartite (i.e. with two distinct 

types of nodes) artist - genre association graph, based on the above dataset. The two 

distinct entity groups that were used as nodes, were artists and genres. The edges in 

such graphs are allowed between nodes that belong to different groups only (i.e. no 

genre - genre and artist - artist association must be present). Then, each artist was 

associated with the corresponding music genres by adding edges between the artists 

and the relative genres. The total edge count (up until February 2020) was 382,449. 

4.2 Popularity Scores Calculation of Spotify Artists per Country 

A problem that arises is the fact that the top 200 charts include only the very top tracks, 

and thus only few artists and genres have non-zero streams and counts, respectively.  

In order to produce popularity scores for other artists and genres as well,  based on the 

top 200 Spotify charts, while taking into account the association between artists and 

genres, we decided to use the BiRank algorithm proposed in [Xiangnan, et al. 2016] so 

that we can rank the nodes on the bipartite graph mentioned in the previous section. The 

main motivation that underlies this decision is that, given a small set of popular artists 

that are already in the top 200 chart lists, we can use BiRank algorithm on the artist-

genre association graph, to distribute the popularity of these artists to other relevant 

ones. In the following section we present the above methodology in more detail and 

explain the pipeline used to derive the popularity scores for both Spotify artists and 

genres. 

4.2.1 Data Interpolation, Aggregation and Normalization 

For each Spotify top 200 chart list since the beginning of 2017, we counted the total 

streams for each artist and the total entries for each genre, for every country. A very 

important feature of the above data, was that the artists (genres) present in the charts, 

were constantly changing, thus there were cases that for the same artist (genre) there 

was a gap in the streams timeline from day to day. This obviously resulted in timelines 

for top artists that were not continuous. To resolve this issue, we incorporated a simple 

linear interpolation process as demonstrated in Figure 4.1: 

 
16 https://spotifycharts.com/regional 

https://spotifycharts.com/regional
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Figure 4.1. (Left) Non interpolated Spotify streams for Shawn Mendes. (Right) Spotify 

streams after linear interpolation (data is taken from the daily top 200 Spotify Streams 

for Spain). 

Moreover, in order to achieve a more cumulative view of the data, that represents also 

the recent popularity of each artist, these timelines were aggregated into sliding windows 

of 28 days each. The slide step was one week, thus resulting in an overlap of 21 days 

between consequent timepoints. This scheme is better represented in Figure 4.2: 

 

 

Figure 4.2. Artist streams aggregation scheme implemented for data gathered from 

Spotify Charts. The streams of each artist were aggregated in sliding windows of 28 

days each, while the slide step was 1 week. The same aggregation scheme was used 

for the genre entries as described in chapter 5. 

 

The next step was to normalize artist streams and genre counts for each window, for 

each country. Two different normalization types were used: 
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L2 (Euclidean): For every timepoint for every country, each artist’s (genre’s) total 

streams (counts) value was divided by the square root of the norm of all the squared 

streams (counts), i.e.: 

𝐿2(𝐴,𝑖) =  
𝑆𝑡𝑟𝑒𝑎𝑚𝑠(𝐴)𝑖

√∑ 𝑆𝑡𝑟𝑒𝑎𝑚𝑠 (𝐴𝑗)
𝑖

2𝑁
𝑗=1

 

where: 

Streams: The aggregated streams as described above 

A: The corresponding artist’s spotify id 

i: The i-th timepoint 

N: Number of all available artists 

 

The result of this normalization was a normalized vector of streams (counts) for every 

country for every timepoint. 

L1 (Sum): For every timepoint for every country, each artist’s (genre’s) streams (counts) 

aggregated value was divided by the sum of all the streams (counts) for all artists 

(genres), i.e.: 

𝐿1(𝐴,𝑖)  =  
𝑆𝑡𝑟𝑒𝑎𝑚𝑠(𝐴)𝑖

∑ 𝑆𝑡𝑟𝑒𝑎𝑚𝑠  (𝐴𝑗)
𝑖

𝑁
𝑗=1

 

(same name conventions apply) 

The final result of this normalization was a set of probabilities for every country for every 

timepoint. 

The above pipeline resulted in 243,663 artist timelines and 3,551 genre timelines of 160 

time windows each (up until February 2020), with raw, L1 normalized and L2 normalized 

data. 

4.2.2 Artist Popularity Score Calculation 

As mentioned in the previous section, the final popularity scores were derived with the 

use of BiRank [Xiangnan, et al. 2016]. BiRank is an implementation of the PageRank 

[Lawrence, et al. 1999] ranking algorithm, for bipartite graphs. The general formula of 

PageRank is: 

𝑟 =  𝑎 ⋅ 𝑊 ⋅ 𝑟 + (1 − 𝑎) ⋅ 𝑟0 

Where 

• 𝑟0 is the priorly known rank (personalization) 

• W is the symmetrically normalized weighted adjacency matrix 

• a is the bias towards the prior ranks (𝑟0) 

 

While the above formula is only for unipartite networks (i.e. networks that have only one 

type of nodes), it can be easily modified to be applicable to bipartite networks, as the one 

in our case. More specifically the adjacency matrix described above is an NxN matrix, in 

which the element in the (i, j) position corresponds to the weight of the connection 

between the i-th and the j-th node in the network. In our case, we have two distinct types 

of nodes, and associations exist only between nodes that belong to different types of 

nodes (i.e. the non-zero elements in the weighted adjacency matrix are only the ones for 
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which the ith and jth elements are not in the same node group). In other words, the 

weighted adjacency matrix is a block diagonal matrix, as shown in Figure 4.3: 

 

Figure 4.3. (Left) Weighted adjacency matrix of a unipartite network. W(i,j) element 

corresponds to the weight of the edge between i-th and j-th node. (Right) Weighted 

adjacency matrix of a bipartite network. W(i,j) element corresponds to the weight of the 

edge between the i-th node, which belongs to 1st node group, and the j-th node, which 

belongs to the 2nd group. Notice that there are no edges (zero weights) between 

nodes of the same group. 

 

In our case we used the artists and genres L1 normalized aggregated data as the prior 

ranks, in order to derive scores for all the remaining artists and genres based on the 

adjacency matrix of the bipartite graph. The natural intuition that underlies this method is 

that the priorly known ranks (i.e. the top streams and counts from the charts) will be 

spread towards the rest of the nodes in a way that respects the associations between 

artists and genres. The amount of the spread can be controlled with the ‘a’ parameter of 

the algorithm. Assigning lower values at ‘a’ we bias the ranks not to diverge too much 

from the initial prior ranking, and thus the amount of the spread is small. Conversely, by 

assigning higher values at ‘a’ we bias the algorithm to spread the ranks towards more 

nodes. In other words, we can achieve different amounts of personalization: the smaller 

the ‘a’, the more personalized towards the input rankings (i.e. the normalized aggregated 

streams for a given country and date). Following this process, we produced artists and 

genre scores based on the top 200 Spotify charts, while taking into account the 

association between artists and genres, for every timepoint for each of the 59 countries. 

We used 5 different distinct values of ‘a’, to achieve different amounts of prior ranking 

spread (0.5, 0.75, 0.9, 0.95, 0.99).  In Figure 4.4 we demonstrate the timeline of the 7 

different score types (L1 normalized, L2 normalized, BiRank a = [0.5, 0.75, 0.9, 0.95, 

0.9]) for Ed Sheeran in Spain and Sweden since January of 2017. 
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Figure 4.4. Popularity metrics for artist Ed Sheeran, based on the Spotify top 200 

charts, after running BiRank algorithm for different values of ‘a’ parameter for (upper 

graph) Spain and (lower graph) Sweden. 

 

In the above timelines there are some periods that the popularity scores reach the 

maximum value which is 1. This simply means that this artist was the most popular (as 

far as Spotify Streams are concerned) and was the most popular artist for the specified 

period for that country. However, one could notice that not all the BiRank timelines ‘agree’ 

on that conclusion. For example, if we take a closer look at BiRank_099 timeline a bit 

before July of 2017, there is a small negative spike, that indicates that this artist stopped 

being the most popular then, regardless of the fact that all the rest BiRank metrics ‘agree’ 

on the opposite, argument. This behavior is explained by the value of the ‘a’ parameter. 

As previously mentioned, the lower the ‘a’, the more ‘personalized’ to the country data 

the outcome will be. Having an ‘a’ close to 1, implies that the algorithm calculates 

popularity scores that are almost solely dependent on the network structure, while it 

almost ignores any prior ranking vector input. Or equivalently, the algorithm acts as if the 

input vector was a uniform distribution (i.e. all the nodes had a prior ranking equal to 

1/(𝑁𝑢𝑚𝑏𝑒𝑟 𝑜𝑓 𝑁𝑜𝑑𝑒𝑠)). 
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One problem that we encountered by following this methodology, was the immense 

amount of data that needed to be stored in the database for each country for each 

timepoint. Apart from those metrics, we decided to compute the change for each one of 

them for 4 different time intervals as well (we explain this further down in the same 

section). This meant that we had to store 32 values for each artist, for every timepoint, 

for every country. However, we consider it unnecessary to keep all these metrics for all 

countries, for all timepoints for each one of the 237,817 artists, as in most cases the 

calculated scores for the artists are negligible (close to zero). In order to surpass this 

limitation, we decided to store in our database only the top 50% of the artists that have 

meaningful popularity metrics. More specifically, for every timestep, for every country, we 

sorted the artists by all the different popularity metrics that we computed. Then we 

computed the total sum of each metric, over all the sorted artists.  Next, we started 

including the artists inside the database, starting from the one with the max score at each 

metric, until all the artists that their scores count up at least to the 50% of the total sum 

of each metric, are included. In that way, we kept the top 50% of the score information 

for each metric inside our database. This “filtering” of less popular artists serves as a 

natural mechanism for emerging artist discovery. Observing that an artist started being 

present in our database, is a sign that this artist might have started becoming more and 

more popular in a specific country, for a given period.  

In Figures 4.5 and 4.6 we present the timelines for two artists in Sweden that are much 

less popular than ‘Ed Sheeran’. 

 

Figure 4.5. Smith and Thell popularity metrics since 2017 in Sweden 
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Figure 4.6.  RBD popularity metrics since 2017 in Sweden.  

 

One noticeable observation in Figure 4.5 is how the transition from the zero L1 and L2 

metrics to the non-zero ones (i.e. when the artist entered the Top 200 chart lists in 

Sweden), affects the rest of the Βirank scores. Near December 2018, there is a clear 

increase in the artist’s scores, which is due to the artist's presence in the charts.  

In Figure 4.6, it is noteworthy that there are gaps in the timelines. These are due to the 

data storing strategy that we mentioned earlier. It is obvious though, that the higher the 

‘a’, the more likely it is for a non-popular artist to gain popularity because of the bigger 

amount of ‘spread’ of the initial ranking inside the bipartite graph’s nodes. Nevertheless, 

we cannot be sure which of the metrics best correspond to the actual popularity of this 

artist. As far as ‘RBD’ is concerned, we should keep in mind that this artist never made it 

in the Swedish charts.  

From the above graphs it became clear that the variance in the results that we can get 

for different values of ‘a’ can be significant. To our knowledge, there is no principled 

evaluation pipeline, that can lead us to choose “the best” value of this parameter. For the 

purposes of FuturePulse, we decided to consider as ‘default’ popularity value, the BiRank 

with a = 0.9, as we believe that this parameter makes a good trade off, between the 

network structure and available prior rankings. However, this decision needs to be 

reviewed and validated by the music industry experts. Nevertheless, all the 

aforementioned popularity metrics are available upon request, through the FuturePulse 

API17, while the default value used is the BiRank (a = 0.9).  

Another noteworthy observation pertains to the evolution of BiRank scores for the most 

popular artists, in terms of latest popularity. In Figure 4.7 we present the BiRank (a = 0.9) 

timelines since 2017, for the 5 most popular artists on February 2nd, 2020, in Sweden. 

 
17 For more details on the FuturePulse API please refer to Appendix A 
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Figure 4.7. BiRank (a = 0.9) popularity timelines for the top 5 most popular artists in 

Sweden as counted on February 2nd, 2020. 

 

One can notice that there are some gaps in the popularity timelines. This is due to the 

data reduction strategy that we mentioned earlier in the section. Note that for artists 

‘Yasin’ and ‘Dree Low’, the point where their popularity timelines start to exist on a 

continuous basis in our database (i.e. the end of the gaps), indicates also the point in 

time when these artists started to emerge in the Swedish music scene in July of 2017. 

We can observe that the timelines for both artists seem to be following a roughly 

increasing trend. As a matter of fact, for this case, those gaps can serve as an alerting 

mechanism that can help us discover emerging artists in a certain country.  

In addition to the above scores, we calculated the differences between them for different 

time intervals (1 week, 1 month, 3 months, 6 months). This resulted in 40 metrics in total 

for each artist timeline for each country (8 popularity metrics with 4 intervals of 

differences each). These differences cover the need to have an indicating metric for the 

short and medium term change of an artist’s popularity in a given country, and they are 

available through the FuturePulse platform, addressing the requirements LM_REQ#6 

and RL_REQ#7 (growth of artist popularity and trending track discovery), enabling the 

end-user to filter the top artists based on the popularity change they exhibit. In Figure 

4.8 we present the BiRank metric with ‘a’ = 0.95 timeline along with the 4 types of 

difference intervals, for Ed Sheeran in Sweden since January of 2017, and in Table 4.1 

we present the artists that had the maximum increase in popularity (BiRank a = 0.9) 

during the last month, in Sweden. 
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Figure 4.8. Ed Sheeran’s BiRank (a=0.95) score timeline in Sweden along with the 4 

difference intervals (weekly, monthly, 3-month difference and semi-annually) 

 

Position Artist 1 month difference 

1st HOV1 0.4508 

2nd Victor Leksell 0.2587 

3rd Eminem 0.2440 

4th Ivory 0.1252 

5th Roddy Ricch 0.1115 

6th Lellow 0.074 

7th Lov1 0.0657 

8th Royce Da 5'9" 0.0651 

9th Mac Miller 0.0640 

10th Future 0.630 

Table 4.1. Top 10 Artists that exhibited the biggest increase in terms of BiRank with 

a=0.9 popularity, during the last month in Sweden. The increase is the difference 

between the two BiRank values (current_value - 1_month_before_value). 

 

The presented difference timelines in Figure 4.8 seem to be correlated a lot which 

created the question whether any of them is redundant. In order to check how correlated 

they are we fetched the timelines of BiRank (a =0.95) for 3000 artists, for Sweden and 

Spain and computed the pearson correlation that the 4 types differences exhibited 

between each other. Then we took the average of those correlations for each country. In 

Table 4.2 we present the results for comparison purposes. 
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Figure 4.9 Average Pearson correlation between the 4 popularity difference intervals 

for BiRank (a=0.95), over 3000 artists in Sweden and 3000 artists in Spain. 

 

As expected, timelines that correspond to differences that refer to timepoints closer with 

each other have higher correlation values (i.e. first, fourth and sixth row in Figure 4.9 

which are highlighted). Furthermore, both countries seem to follow the same pattern in 

such correlations, with only one exception. Indeed, in Sweden there seems to be a 

moderate correlation between the 1-month differences and 6 months differences 

timelines, whereas in Spain that correlation is rather weak. However, there is no clear 

reason why this correlation is that strong. Nevertheless, all those differences are 

available through the FuturePulse API, in order to be used by the end-users as they 

desire 

4.3 Event Impact on Artist Success 

In Figure 4.10, it is observed that a period of continuous concert announcements in 

Sweden does not affect the trajectory of global Spotify streams of the band Smith & Thell 

but on the contrary it positively affects the local Spotify streams in Sweden. This 

observation, that was first presented in D3.2, is the starting point of the event impact 

analysis in this deliverable. It indicates that the event of type “concert announcement” 

starting at 15-03-2019 has a significant impact on the corresponding timeline and 

consequently on the band’s local success. The latter conclusion can also be produced 

by statistically estimating the event’s impact on the timeline’s evolution. 

For requirement RL_REQ#6, concerning the task of estimating the impact of an event 

on artist success, we use the method CausalImpact proposed by Google in [Brodersen 

et al. 2015]. This method considers a state-space model which predicts the target 

variables response had no intervention (in our case, event) taken place and by 

comparing to its actual evolution, CausalImpact infers the statistical significance of the 

event’s impact on the timeline of interest. Critical to this method is the use of control time 

series that received no treatment (such as an event) as explanatory variables for the the 

prediction of the target time series before and after the event. We opt for the global 

streaming activity as the control series and local streaming activity as target series. We 

selected global streaming activity as the control series because local events are 

considered to have a minor to moderate at most effect on global metrics. Also, global 

streaming activity typically correlates with local streaming activity as it can be observed 
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in Figure 4.10, thus it is suitable as a control series because it can be used as input for 

the prediction of the local streaming activity timeline. 

 

Figure 4.10 Normalized global and local (in Sweden) Spotify streaming activity for the 

band Smith & Thell. At 15-03-2019 a period of continuous concert announcements 

begins, and it is highlighted accordingly. 

In Figure 4.11 the outcome of CausalImpact analysis regarding the previous example is 

presented, showing that the impact of the event “concert announcement” at 15-03-2019 

on the local Spotify streaming activity in Sweden for Smith & Thell is statistically 

significant. Also, the posterior probability of a causal effect is 100%. In Table 4.2 more 

details on the impact of the event are illustrated as inferred by CausalImpact. In that table 

it is observed that during the post-intervention period, the response variable had an 

average value of approximately 0.5. By contrast, in the absence of an intervention, we 

would have expected an average response of 0.3. The 95% interval of this counterfactual 

prediction is [0.3, 0.4]. Subtracting this prediction from the observed response yields an 

estimate of the causal effect the intervention had on the response variable. This effect is 

0.2 with a 95% interval of [0.2, 0.3]. Summing up the individual data points during the 

post-intervention period (which can only sometimes be meaningfully interpreted), the 

response variable had an overall value of 90.1. By contrast, had the intervention not 

taken place, we would have expected a sum of 51.8. The 95% interval of this prediction 

is [45.7, 57.8]. 

The above results are given in terms of absolute numbers. In relative terms, the response 

variable showed an increase of +73.9%. The 95% interval of this percentage is [62.3%, 

85.7%]. This means that the positive effect observed during the intervention period is 

statistically significant and unlikely to be due to random fluctuations. It should be noted, 

however, that the question of whether this increase also bears substantive significance 

can only be answered by comparing the absolute effect (0.2) to the original goal of the 

underlying intervention. The probability of obtaining this effect by chance is very small 

(Bayesian one-sided tail-area probability p = 0.0). This means the causal effect can be 

considered statistically significant. 
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Figure 4.11 The first panel exhibits the actual and the predicted by CausalImpact local 

Spotify streaming activity of Smith & Thell in Sweden before and after the event 

“concert announcement” which is displayed as a vertical dashed line. The second 

panel presents the corresponding prediction errors before and after the event and the 

last panel presents the corresponding cumulative errors after the event. In all plots the 

confidence intervals are also exhibited. 

 

 Average Cumulative 

Actual 0.5 90.1 

Prediction (s.d.) 0.3 (0.0) 51.8 (3.1) 

95% CI [0.3, 0.4] [45.7, 57.8] 

   

Absolute effect (s.d.) 0.2 (0.0) 38.3 (3.1) 

95% CI [0.2, 0.3] [32.3, 44.4] 

   

Relative effect (s.d.) 73.9% (6.0%) 73.9% (6.0%) 

95% CI [62.3%, 85.7%] [62.3%, 85.7%] 

Table 4.2 The expected and predicted actual average and cumulative value along with 

the absolute and relative effect of the event on the time series. Confidence intervals of 

these values are also presented. 

 

An additional experiment that considers the same input and output variables has been 

conducted using the mixture density recurrent neural network (MDRNN) model as 

described in [Ellefsen et al. 2019]. This model deploys a recurrent neural network 

architecture that learns to optimally combine multiple Gaussian distributions for the task 

of estimating the values of the response variable before and after the under-study event. 
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The results of the experiment are presented in Figure 4.12 where one observes that after 

the event the predictions significantly deviate from the actual time series. The advantage 

of this neural network compared to other neural network architectures is that it provides 

not only the predictions but also the uncertainty intervals which in this example are found 

not to include the observed measurements after the event in most of the timepoints. This 

means that the model fails to accurately predict the evolution of the response variable 

after the event because there is a phase transition of increasing streaming activity at a 

local level. This result accords with the previously presented results of CausalImpact. 

 

 

Figure 4.12 The first panel exhibits the actual and the predicted by MDRNN local 

Spotify streaming activity of Smith & Thell in Sweden before and after the event 

“concert announcement” which is displayed as a vertical dashed line. The second 

panel presents the corresponding prediction errors before and after the event. In both 

plots the uncertainty intervals provided by MDRNN architecture are also exhibited. 

We have also conducted a more wide and comprehensive study with regards to event 

impact estimation. In this study we used 25,144 live performances of 638 artists in 101 

countries. We obtained the artists from Playground’s catalog through the Spotify 

Analytics18 platform, while live performances were gathered from BandsInTown19 using 

its official API. These performances are considered as events whose impact to the local 

Spotify streaming activity is estimated by CausalImpact. As local Spotify streaming 

activity we consider the timeline of Spotify streams that concern the country where the 

live performance was held. The CausalImpact detected 3,177 out of 25,144 live 

performances from 362 out of 638 artists as events with causal impact on the local 

streaming activity of artists, namely 12.6% of all live performances. The percentage of 

live performances with causal impact per artist has a median value of 15.44% and a 

standard deviation of 22.86% and the corresponding distribution is illustrated in the 

boxplot of Figure 4.13. Most of the percentages are concentrated close to the median 

but some outliers that correspond to artists with only a few live performances influence 

the standard deviation’s magnitude. In Figures 4.14 to 4.21 we present the predicted and 

 
18 https://analytics.spotify.com/ 
19 https://www.bandsintown.com/ 

https://analytics.spotify.com/
https://www.bandsintown.com/
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true local streaming activity before and after live performances that are considered as 

causal by CausalImpact for 8 example cases. In all of these example cases it is obvious 

that right after the live performance takes place, the artist’s local Spotify streams exhibit 

unexpected (out of the confidence interval) increase and thus they are indicated as 

causal and their impact as statistically significant. 

 

 

Figure 4.13 Boxplot of the percentage of live performances with causal impact per 

artist. 

 

 

Figure 4.14. The true and predicted local streaming activity in Sweden before and after 

the live performance held at 23-10-2019 (dashed line) in Sweden by D-A-D. High 

discrepancy between actual and predicted streams after the event (live performance) 

indicates the statistically significant short-term positive impact the event has on local 

streams. 
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Figure 4.15 The true and predicted local streaming activity in Sweden before and after 

the live performance held at 10-10-2019 (dashed line) in Sweden by Daniel Karlsson 

Trio. High discrepancy between actual and predicted streams after the event (live 

performance) indicates the statistically significant short-term positive impact the event 

has on local streams. 

 

 

Figure 4.16 The true and predicted local streaming activity in France before and after 

the live performance held at 29-10-2019 (dashed line) in France by Agent Side Grinder. 

High discrepancy between actual and predicted streams after the event (live 

performance) indicates the statistically significant short-term positive impact the event 

has on local streams. 

 



Multimodal Predictive Analytics and Recommendation Services for the Music Industry 31 

 

Grant Agreement Number: 761634 – FuturePulse – H2020-ICT-2016-2/ICT-19 
 

 

 

Funded by the 

European Commission 

 

 

Figure 4.17 The true and predicted local streaming activity in Sweden before and after 

the live performance held at 19-11-2015 (dashed line) in Sweden by Agent Side 

Grinder. High discrepancy between actual and predicted streams after the event (live 

performance) indicates the statistically significant short-term positive impact the event 

has on local streams. 

 

 

Figure 4.18 The true and predicted local streaming activity in Czech Republic before 

and after the live performance held at 23-04-2019 (dashed line) in Czech Republic by 

Poets of the Fall. High discrepancy between actual and predicted streams after the 

event (live performance) indicates the statistically significant short-term positive impact 

the event has on local streams. 
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Figure 4.19 The true and predicted local streaming activity in Germany before and 

after the live performance held at 29-11-2016 (dashed line) in Germany by Poets of the 

Fall. High discrepancy between actual and predicted streams after the event (live 

performance) indicates the statistically significant short-term positive impact the event 

has on local streams. 

 

 

Figure 4.20 The true and predicted local streaming activity in Great Britain before and 

after the live performance held at 11-01-2017 (dashed line) in Great Britain by Poets of 

the Fall. High discrepancy between actual and predicted streams after the event (live 

performance) indicates the statistically significant short-term positive impact the event 

has on local streams. 
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Figure 4.21 The true and predicted local streaming activity in Hungary before and after 

the live performance held at 25-04-2019 (dashed line) in Hungary by Poets of the Fall. 

High discrepancy between actual and predicted streams after the event (live 

performance) indicates the statistically significant short-term positive impact the event 

has on local streams. 

 

An additional result with regards to the 13,165 venues that the aforementioned 25,144 

live performances were held is that 2,294 of them are the venues where the important 

live performances in terms of the previous study took place. This means that the fraction 

of venues, namely 17.4%, that host the statistically significant events in terms of causal 

impact is larger than the fraction of the corresponding live performances. Consequently, 

one can conclude that the venue an artist is playing at, does not seem to correlate with 

the observed short-term streams increase. 

 

4.4 Ranking Artists Based on Geometric Artist Popularity Increase 

Here, we present a methodology for artist ranking based on Geometric Artist Popularity 
(GAP) increase. Geometric Artist Popularity is a composite measure of artist popularity 
that leverages information from multiple online popularity metrics and combines them 
optimally in order to express the current popularity of an artist. It was introduced in D3.2 
and here we employ its derivative for the determination of considerable positive changes 
per artist. This methodology is deployed to address the problem of automatic detection 
of highlights and smart notifications with regards to emerging artists. Intuitively, by 
estimating the artists that have exhibited a significant unexpected change for a specific 
time period, we can provide meaningful highlights to the users of the platform each time 
they login.  

To be precise, a modification on its calculation is considered here and more precisely 
the timelines of the input individual metrics YouTube views and Last.fm play counts are 
not the cumulative sums as in D3.2. Conversely, the input timelines for YouTube views 
and Last.fm playcounts considered here concern the total “streams” in the last 60 days 
per time point. This alteration enables the measure to express a fresher view of an artist’s 
popularity and prevents misinforming based on past success that no longer holds. 
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For each date we calculate the difference between the average GAP value over the last 
60 days and the average GAP value over the 60 days before the first 60 days period. 
Consequently, we form a list of the artists that exhibit the biggest increase in average 
GAP the last four months and also we present the individual metrics that contributed to 
the GAP’s increase along with the intensity of the contribution expressed as a 
percentage. Specifically, we calculate the average value of each individual input 
popularity metric (the metrics are first normalized using quantiles) over the same two 
periods and subtract them. Then, we calculate the distribution of differences by dividing 
each metric’s difference by the sum of differences as in the following Equation: 

 

𝐼𝑜𝐶 =
𝑑𝑖

∑ 𝑑𝑖
𝑀
𝑖=1

 

where 𝐼𝑜𝐶 stands for Intensity of Contribution, 𝑑𝑖  is the difference in average metric value 
for metric i and M is the number of metrics. Metrics that exhibit losses are discarded from 
the latter calculation because they do not contribute to the overall increase. 

In Table 4.3, an example case is illustrated concerning the top 10 artists with the biggest 
GAP increase for the period from 01-11-2018 until 01-03-2019. The intensity of 
contribution of each individual input metric to the GAP’s increase is illustrated therein as 
well. In Figure 4.22 the timelines of GAP, Last.fm artist playcounts (being the metric that 
contributes the most to GAP’s increase) and Spotify popularity for the time period 01-11-
2018 to 01-03-2019 and artist Any Exit, are illustrated respectively. It is obvious that the 
increase of Last.fm artist playcounts and Spotify popularity during that period boosted 
the overall artist’s popularity measured by GAP with almost equal intensity of 
contribution. In order to assess if this increase has something meaningful to say to the 
music industry experts, we present in Figure 4.23 the Spotify streams timeline of the 
artist Any Exit. It is obvious that the GAP increase that ranked Any Exit first is in 
accordance with a very big increase in Spotify streams of this artist during the same 
period which is apparently a desirable correlation. 
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individual metric contribution (%) 

artist GAP 
(incr) 
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Any Exit 10.43 0 0 0.35 12.81 44.44 0 0.33 39.76 0 0 0.05 2.26 

Leila K 8.55 0.02 0 0.31 0 0 0 0 0.48 0 0 11.02 88.17 

Kap Kap 8.05 0 0 0 0 0.91 0 0 1.55 0 0 0.59 96.95 

Vesa Salmi 
& Leftovers 7.92 0 0 0 0 6.35 0 0 0.43 0 0 0 93.22 

St. Mucus 7.82 0 0 0.61 0.01 11.35 0 0.77 0.59 0 0 0 86.67 

Manzana 7.68 0 0 0 0 12.59 0 0.61 10.64 0 0 27.91 48.25 

Johann 
Sebastian 

Bach 
7.37 0 0.65 1.41 0 0.01 0 0 0 0 0 0.03 97.90 

Van 
Dammes 7.08 0.5 0.13 12.57 0.67 30.60 2.80 4.74 29.18 0 0 2.43 16.37 

Pekko 
Käppi 6.95 0.07 0 11.29 0.48 2.37 0.12 0.25 9.63 0 0 0.64 75.15 

Harri 
Marstio 6.51 1.10 0 0 0.10 3.96 0 0.05 2.37 0 0 4.69 87.73 

 

Table 4.3 Top 10 artists in terms of GAP increase at 01-03-2019. Also, the contribution 

of each individual metric to the popularity increase is presented as a fraction of the total 

contribution. DAF=deezer_artist_fans, FFC=facebook_fan_count, 

FM=facebook_mentions, LALC=lastfm_artist_listener_count, 

LAPC=lastfm_artist_play_count, SAFC=soundcloud_artist_followers_count, 

SAF=spotify_artist_followers, SAP=spotify_artist_popularity, 

TUF=twitter_user_followers, TULC=twitter_user_listed_count, 

YCS=youtube_channel_subscribers, YCV=youtube_channel_views. 
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Figure 4.22 The timelines of Geometric Artist Popularity, Last.fm artist play counts and 
Spotify popularity from 01-11-2018 to 01-03-2019 for artist Any Exit. 

 

Figure 4.23 The Spotify streams timelines for Any Exit. The time period between 01-
11-2018 and 01-03-2019 is denoted with a purple rectangle. 



Multimodal Predictive Analytics and Recommendation Services for the Music Industry 37 

 

Grant Agreement Number: 761634 – FuturePulse – H2020-ICT-2016-2/ICT-19 
 

 

 

Funded by the 

European Commission 

 

5 Genre Popularity Estimation and Prediction 

This section covers all the work carried out in order to support parts of the following 

requirements: 

• RL_REQ#5 (Genres trending for each market) 

• LM_REQ#9 (Genre popularity on a specific music platform in a specific country) 

• BMP_REQ#15 (Genre popularity for each market) 

 

5.1 Genre association graph generation 

In order to derive the popularity scores for the genres, we used a genre association 

graph, in addition to the artist - genre association one. The genre association graph was 

first introduced in D3.2. This graph was produced by using co-occurrences of genres in 

the context of Spotify artists. Thus, the nodes of that network were the available Spotify 

genres. The data used to create the graph were all the Spotify artist data described in 

section 4.1 (i.e. all 237,817 artists along with their corresponding genres). An edge 

between two genres was inserted only if at least one artist was annotated with these two 

genre tags. The final edge weight between two genres was the count of all the artists 

that shared the two same genres.  

One issue that had to be resolved was that even though many genre names were 

obviously implying a hierarchy structure (i.e. main genre and subgenre), they were not 

connected with an edge because the initial dataset did not include any artist that shared 

those two genres. To resolve this issue, we looked for genres that are subgenres of 

others, by checking whether the one genre tag was a substring of another (e.g. there 

was no edge between genres ‘dance pop’ and ‘finnish dance pop’ after the network 

creation, even though it is obvious that the latter is a subgenre of the former).  The final 

network was obtained by modifying the initial graph to include the edges described 

above. More specifically we included those edges, by assigning their weight to be equal 

to the average weight of the edges of the adjacent nodes. 

The final resulting graph had a total of 3,551 genre nodes and 54,871 edges between 

them (up until February 2020). 

5.2 Popularity Score Calculation of Spotify Genres per Country 

Having the two types of networks (genre association unipartite graph and artist-genre 

association bipartite graph) enabled us to derive not only the BiRank popularities (which 

were computed on the artist-genre association graph), but also popularities derived by 

running PageRank in the unipartite graph. In that case the prior rankings that were 

passed as input to the PageRank implementation (i.e. the personalization vector 𝑟0) were 

the entries of each genre in the Spotify chart list for a given country, at a given date. In 

order to produce the scores, we ran PageRank on the genre association graph again for 

the same 5 different values of personalization parameter ‘a’ as described in the previous 

sections (0.5, 0.75, 0.9, 0.95, 0.99). 

5.2.1 Data Interpolation, Aggregation and Normalization 

For all the genre data collected from Spotify top 200 charts, we implemented the same 

interpolation, aggregation and normalization schemes as we did for the artists, described 

in detail in section 4.2.1. (see Figures 4.1 and 4.2). 
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5.2.2 Popularity Scores Calculation 

The total popularity scores for each genre for each timepoint were 12 (L1, L2, BiRank 

and PageRank for 5 different values of personalization parameter).  

 

 

Figure 5.1. Popularity metrics for Swedish pop in (upper) Spain and (lower) Sweden 

 

In Figure 5.1 we present the timelines for ‘Swedish Pop’ for Spain and Sweden, 

respectively. In these graphs, the different amount of personalization in country data that 

is achieved by choosing different values of the ‘a’ parameter, is again clearly noticeable. 

‘Swedish pop’ is a genre that is expected to be much more popular in Sweden, than 

Spain. This is due to the fact that the Swedish Spotify charts include artists that contribute 

with their streams to the initial ranking distribution of artist streams and genre counts, 

which is then passed in PageRank as an argument. On the contrary, in Spain these 

artists are clearly less, or contribute less to the final ranking (i.e. they are not among the 

first chart positions). Nevertheless, one could notice that the PageRank _099 timeline 

from Sweden’s data, is relatively lower compared to the other PageRank and BiRank 

metrics. This can be explained by the fact that the random walk inside the genre 

association graph with a = 0.99, approximates an almost completely random walk, 

without taking into account the initial ranking, provided by the Spotify chart lists. 
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Moreover, if we compare the Pagerank_099 timeline with the Birank_099, we can 

observe a large deviation, which is produced by the difference between the two types of 

networks (unipartite and bipartite). In the case of the bipartite network, the genre 

“Swedish Pop” gets higher popularity scores which stems from the connection it has with 

many Swedish Pop artists. On the contrary, in the unipartite genre association graph, 

this genre is only connected with other genres that happen to co-occur between artists. 

The above fact also explains why Swedish Pop’s Pagerank_099 score never reaches 1 

(which would mean that the genre is the most popular in Sweden for a given timepoint), 

while other metrics (such as Pagerank_05 or Pagerank_075) indicate that this genre was 

the most popular for a long period.  

Again, as in the case of artist popularity, we made a decision on which popularity metric 

is the most suitable to expose on the FuturePulse platform as a default. We chose again 

BiRank with a=0.9, as the default value, as we believe that this is the metric which has 

the best tradeoff between personalization and artist - genre association network 

structure. In addition, by keeping BiRank (a=0.9) as the default score in platform for both 

artists and genres, our popularity scores will be consistent (i.e. produced with the same 

algorithm with identical parameters). 

To enable testing and evaluation of different metric variations, we expose any of the 

above popularity metrics through the platform’s API, by specifying a query parameter. 

This will make it possible to get feedback during the pilot phase of FuturePulse on the 

metric that is considered by end users as more representative of the ‘actual’ popularity 

of a genre or an artist. 

In order to make the difference between the two countries clearer, we provide the 

timelines with the Birank (a = 0.75) popularity score of this genre for the two countries in 

a common graph in Figure 5.2. 

 

Figure 5.2. Comparison of Birank (a = 0.75) in Spanish and Swedish Spotify charts of 

genre ‘Swedish Pop’. 

 

Along with those scores (chart entries, L1 normalization, L2 normalization, BiRank 

scores, PageRank scores) we calculated the differences for the 4 discrete time intervals 

as we did for the artists. This resulted in a total of 65 metrics for each timepoint for each 

genre. 
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In Figure 5.3 we present the 4 types of differences for PageRank with a = 0.9 for Swedish 

Trap in Sweden since January of 2017. 

 

 

Figure 5.3. Swedish Trap PageRank (a=0.90) score timeline along with the 4 

difference intervals (weekly, monthly, 3-month difference and semi-annually) 

 

Finally, in Tables 5.1 and 5.2 we present the latest top 10 most popular genres, from the 

Spotify genre taxonomy20, in Sweden and Spain along with some of their popularity 

metrics. 

Position Genre Name Counts L2 norm Birank 
(a=0.99) 

Pagerank 
(a=0.99) 

1st Pop 1785 0.48 0.37 1 

2nd Swedish Urban 1696 0.45 1 0.72 

3rd Swedish Pop 1676 0.45 0.73 0.71 

4th Swedish Gangsta Rap 926 0.24 0.57 0.50 

5th Swedish Hip Hop 888 0.23 0.82 0.66 

6th Dance Pop 865 0.23 0.22 0.71 

7th Post-Teen Pop 703 0.18 0.25 0.48 

8th Tropical House 552 0.14 0.19 0.52 

9th Rap 536 0.14 0.17 0.59 

10th House 509 0.13 0.53 0.27 

Table 5.1. Top 10 most popular Spotify genres, in Sweden on the 8th of February 

2020, along with some of their popularity metrics 

 
20 Similar results have been produced for the FuturePulse genre taxonomy as well, but we chose 
to present here the Spotify genres only, for a more complete view. 
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Position Genre Name Counts L2 norm Birank 
(a=0.99) 

Pagerank 
(a=0.99) 

1st Latin 2949 0.55 1 1 

2nd Reggaeton 2460 0.45 0.78 0.74 

3rd Latin Pop 1588 0.29 0.71 0.73 

4th Trap Latino 1579 0.29 0.59 0.52 

5th Spanish Pop 1345 0.25 0.52 0.50 

6th Tropical 1311 0.24 0.73 0.79 

7th Reggaeton Flow 1162 0.21 0.91 0.66 

8th Pop 775 0.20 0.20 0.63 

9th Latin Hip Hop 755 0.14 0.65 0.60 

10th Colombian Pop 611 0.11 0.32 0.36 

Table 5.2. Top 10 most popular Spotify genres, in Spain on the 8th of February 2020, 

along with some of their popularity metrics 

 

The calculated differences (presented in Figure 5.3) can serve as a mechanism which 

can be used to discover the genres with biggest popularity increase (or decrease), in a 

given country for a given period. Table 5.3 presents the genres that exhibited the most 

increase in terms of Birank with a=0.9 popularity, during the last month in Spain.  

Position Genre 1-month difference 

1st Latin Pop 0.0386 

2nd Spanish Pop 0.0365 

3rd Latin Arena Pop 0.0336 

4th Spanish Pop Rock 0.0261 

5th Latin Viral Pop 0.0227 

6th EDM 0.0183 

7th Rap 0.0177 

8th Mexican Pop 0.0170 

9th Pop Reggaeton 0.0167 

10th Pop 0.0151 

Table 5.3 The genres that exhibited the most increase in terms of Birank with a=0.9 

popularity, during the last month in Spain. The increase is the difference between the 

two birank values (current_value - 1_month_before_value) 



Multimodal Predictive Analytics and Recommendation Services for the Music Industry 42 

 

Grant Agreement Number: 761634 – FuturePulse – H2020-ICT-2016-2/ICT-19 
 

 

 

Funded by the 

European Commission 

 

5.3 Detecting genre popularity similarities between countries 

Having acquired all the available Spotify chart lists for 59 countries, gave us the 

opportunity to dive more into country specific streaming preferences, and discover 

potential similarities between different countries. This section describes the methodology 

that we adopted in order to extract information about streaming similarities between 

countries and support part of the RL_REQ#5 requirement (genre popularity flow between 

countries). 

5.3.1 Data preparation 

In section 4.2.2, we described the methodology that we used in order to produce various 

popularity scores about genres and artists, in detail. Particularly, as far as genre 

popularity scores are concerned, we managed to derive scores based both on the Artist 

– Genre association information given by Spotify, along with the Genre association 

information. This information is represented in the bipartite and unipartite graphs 

described in sections 4.1 and 5.1, respectively. 

For each country, we had the BiRank and PageRank scores for different values of ‘a’ 

parameter, for every timepoint since 2017. Having that data available we were able to 

focus on detecting similarities between streaming preferences of each country at any 

given timepoint. In the sections below, we present the pipeline we created to discover 

those similarities. 

5.3.2 Synchronized similarity of listening preferences between countries 

For each timepoint (as described in 4.2.1) we calculated the popularities of the 3551 

Spotify Genres in 59 countries, based on the Spotify Top 200 daily chart data we 

collected. Those popularities can be seen as a vector of dimension 3551, which 

represents the listening preferences of each country for the specified timepoint. Then, 

we calculated the cosine similarity between these vectors for all the possible country 

pairs, for all the available timepoints (161 in total, from January 2017 until February 

2020). The cosine similarity, produced values in the [-1, 1] interval, which corresponded 

to angles in the [180 
𝑜, 0𝑜] interval between the genre vectors, with the outer values 

indicating strong similarity21. Following this process for each country, we computed the 

similarity it exhibited with the remaining 58 countries, which produced 1711 (59 x 58 / 2) 

similarity pairs for each timepoint. 

The 1711 similarity pairs for each one of the 161 timepoints can be represented in a 

country similarity graph, thus resulting in 161 graph snapshots of the same network at 

different timepoints. This, can give us a better insight on how genre popularity information 

flows globally by inspecting three major “graph evolution” features: 

● New “influence” links between countries (i.e. edges that did not exist in previous graph 

snapshots) 

● Discarded links, that correspond to similarity between countries that no longer holds 

● Link persistence, that represents which links inside the graph are the most resistant, and 

time independent 

 
21 In our case all the input vectors had non-negative values in all the 3551 dimensions, and thus 
the cosine similarity metrics were always greater or equal from zero. 
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For simplicity we decided to create graphs for 3 distinct periods and aggregate the data 

(cosine similarities) for those periods. More specifically for every country pair, we took 

the mean value of the cosine similarities over the three following periods: 

● 1st Period: 01/01/2017 - 13/01/2018 (mean similarity calculated over 54 timepoints) 

● 2nd Period: 14/01/2018 - 26/01/2019 (mean similarity calculated over 54 timepoints) 

● 3rd Period: 27/01/2019 - 01/02/2020 (mean similarity calculated over 53 timepoints) 

Obviously, it would be impossible to keep all the 1711 edges inside each graph, because 

this would result in a completely unreadable network. Moreover, by just choosing a 

manual cut-off threshold to keep only a few edges between the most highly correlated 

pairs of countries, would not lead us to confident results as this procedure could not 

guarantee any kind of correct evaluation of the chosen threshold. 

To adopt a principled approach for graph pruning, we decided to implement an edge 

filtering pipeline for extracting the statistically significant edges of the country similarity 

network. This pipeline was first introduced in [Serrano et al. 2009], in order to extract the 

multiscale backbone of complex networks. In the following section we provide a brief 

description of this method.  

5.3.3 Brief introduction to network backbone extraction methodology 

One principled way to decide on which edges of the network to keep is to define a null 

hypothesis and then pick a significance threshold that will work as a threshold for keeping 

or discarding the edge. The null hypothesis that we adopted for FuturePulse was the 

following: the weights of the k edges between a given artist node and the corresponding 

genre nodes in the bipartite graph are produced by assigning random values, that are 

taken from a random distribution. In other words, let us imagine that if we distribute k-1 

points inside the [0, 1] interval in a uniform way, this interval ends up being segregated 

into k subintervals. Then, the length of those subintervals would correspond to the values 

of the k weights between the artist node and the genre nodes. Finally, the probability 

distribution under which an edge takes a value x is: 

𝑝(𝑥)𝑑𝑥 =  (𝑘 − 1)(1 − 𝑥)𝑘−2𝑑𝑥 

Having the above distribution defined, we can filter out all the edges, for which the 

probability that their weight is in line with the null hypothesis. Thus, if we denote with 

𝑑𝑖𝑗the above probability, we can filter it out only if it is greater or equal from a significance 

threshold, that we will define manually. Proportionally, the edges that will be kept will 

have a value of 𝑑𝑖𝑗that is lower than the significance threshold, and thus, they reject the 

null hypothesis. If we denote the threshold with letter ‘a’ we can write the filtering criterion 

which will then be: 

𝑑𝑖𝑗 = 1 − (𝑘 − 1) ∫ (1 − 𝑥)𝑘−2𝑑𝑥 < 𝑑
𝑝𝑖𝑗

0

 

All the edges that satisfy the above criterion will be kept. 

In order to decide which significance threshold should be used throughout our 

experiments, we ran the filtering algorithm for several values of ‘d’, while inspecting the 

amount of edges filtered. In the Table 5.4 we present the results: 
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d Final Edge Count % of Edges Kept % of Weight Kept 

0.8 1711 100% 100% 

0.7 1600 93.51% 97.98% 

0.5 841 49.15% 72.65% 

0.4 625 36.53% 59.32% 

0.37 536 31.33% 52.83% 

0.35 460 26.88% 46.85% 

0.33 378 22.09% 39.42% 

0.3 274 16.01% 29.7% 

Table 5.4 The different amounts of bipartite graph’s edges filtering, for several values 

of significance threshold ‘d’. 

 

From the table above it is obvious that it is up to our intuition to make the best trade-off 

between final edge count (so that the graph contains readable information) and total 

information loss (i.e. how much of the initial edges weight is filtered out). For the purpose 

of the current analysis, we decided on a value of 0.37 to conduct our experiments, in 

order to keep at least half of the initial total weight inside the network. Nevertheless, 

during the final months of the project, we will experiment with various additional settings. 

 

5.3.4 Discussion on the Results 

In Figures 5.4(a) - 5.4(c), we present three types of country similarity network graphs. In 

5.4(a) we present how the similarity network changed from 2017 to 2018. The red edges 

correspond to the discarded links between countries (i.e. similarity between countries 

that existed during 2017, but are no valid during 2018), while the blue edges correspond 

to the “new influence links” (i.e. edges that first emerged in 2018, but they were not 

present in 2017). Following the same rationale, we demonstrate the changes of the 

similarity network’s edges that took place during the transition from 2018 to 2019 in 

Figure 5.4(b). Finally, in Figure 5.4(c) we present the most persistent edges (i.e. the 

edges that were present during all 3 years). For the case of the graph in Figure 5.4(c) 

we run the Louvain Algorithm, proposed in [Blondel et al., 2008], in order to determine 

the communities that the countries form among them. The color of the nodes indicates 

the community each country belongs to. We kept the colors and the position of the nodes 

in all three Figures the same as in 5.4(c) for easier comparison. 

In Figure 5.4(a), among the Spanish Speaking cluster of countries, the only observed 

change was the addition of Uruguay's connections. The chart availability in other 

countries (such as Romania, South Africa, Viet Nam, Israel that started having top 200 

Spotify charts publicly available), does not seem to have any effect on the Latin cluster. 
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Figure 5.4(a) The similarity network’s change during the transition from 2017 to 2018. 

The red edges represent the discarded links, while the blue edges represent the ‘new 

influence links’ between countries. 

 

In Figure 5.4(b), many edges seem to be discarded. Only some countries exhibit some 

new links and those are: Vietnam, Bulgaria, Canada, Australia, Malaysia, Hong Kong, 

Singapore, Latvia, Slovakia, New Zealand, Lithuania, United States, Bulgaria and 

Greece. It is also very interesting that 64% of the edges in Figure 5.4(b) are discarded 

links (i.e. many influence links disappeared). The cause of this massive change is worth 

further investigation. 
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Figure 5.4(b) The similarity network’s change during the transition from 2017 to 2018. 

The red edges represent the discarded links, while the blue edges represent the ‘new 

influence links’ between countries. 

In Figure 5.4(c): 

• We can observe that there is a very strongly intra-connected community with all the 

Spanish-Speaking countries, which indicates that Latin American countries (with the 

exception of Brazil) also share common streaming preferences in addition to sharing a 

common language. 

• Germany, Austria and Switzerland, can be considered as a single community in terms of 

music preferences. 

• Norway, Sweden, Belgium and Netherlands seem to be forming a North European cluster 

of music preferences. 

• There is a community, colored in yellow, that includes English-Speaking countries 

(Australia, United States, Canada), along with some other countries that are considerably 

smaller (Greece, Bulgaria and Iceland). One valid interpretation of this community could 

be that the big English-speaking markets influence the smaller countries that belong to 

this community. 

• The two upper communities (colored in green and cyan), seem to be forming roughly 2 

communities with East Asian countries and East European countries, respectively, the 

segregation however is vague. The persistent links in those communities, can form a very 
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interesting field for future research. We plan to focus on such associations during the final 

months of FuturePulse. 

• Some countries like Brazil, Poland, Turkey and others, have no connections that were 

persistent during all the three years of interest. This means that the edge filtering method 

that we used, filtered out the edges on those countries for all the three network snapshots 

that we inspected, because they were not considered as significant. This implies that 

those countries’ streaming preferences seem to be less related to other communities, as 

they may have special characteristics that separates them from the other music 

communities. 

Figure 5.4(c) The country similarity network with only the persistent edges present. 

The edge width represents the strength of the association between the countries. The 

strength of the association was computed as the mean cosine similarity over the 3 

years of interest (2017-2018-2019). We also run the Louvain Algorithm, proposed in 

[Blondel et al., 2008], in order to compute the communities indicated node colors. 

In Tables 5.5(a) and 5.5(b) we have gathered the 10 strongest links that have been added 

(or removed) for the 2 transition periods that we examined (the order of countries in each 

pair does not imply the direction of the influence). Those two tables give us a better 

understanding of how countries relate. For instance, there are certain links, that seem 

significant at a first sight, but they are discarded the very next year (e.g. link between 

Greece and South Africa or Greece and Romania). On the other hand, new links during 
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2018 such as the one between Argentina and Uruguay, or between Uruguay and the rest 

of the Latin American countries, seem to be more persistent over time.  

We would like to point out that the network in Figure 5.4(c) implies a strong dependency 

on the spoken language in each country, and this fact needs to be studied in more depth. 

In addition, with a superficial inspection of the network change (Figures 5.4(a) and 

5.4(b)), there does not seem to exist any obvious pattern that governs the way the 

connections are being discarded or added; however, this statement is debatable. In the 

final months of the project we will focus on the genre popularity flow in more depth in 

order to discover ‘leader - follower’ relations in terms of genre popularities, between 

different countries.  

In Table 5.6 we present the top 10 most similar countries (i.e. the strongest edges 

presented in Figure 5.4(c)). 

Position Top 10 new influence links Top 10 discarded links 

1st Argentina - Uruguay  
(strength = 0.989) 

Hungary - Poland  
(strength = 0.944) 

2nd Greece - Romania  
(strength = 0.987) 

Czech Republic- Poland  
(strength = 0.943) 

3rd Canada - Romania  
(strength = 0.975) 

Ireland - Poland  
(strength = 0.940) 

4th Romania - South Africa  
(strength = 0.974) 

Poland – Slovakia  
(strength = 0.937) 

5th New Zealand - Romania  
(strength = 0.969) 

Lithuania - Poland  
(strength = 0.937) 

6th Latvia - Romania  
(strength = 0.968) 

Australia - Poland  
(strength = 0.933) 

7th Australia - South Africa  
(strength = 0.968) 

Estonia - Poland  
(strength = 0.932) 

8th Greece - South Africa  
(strength = 0.967) 

New Zealand - Poland  
(strength = 0.927) 

9th Australia - Romania  
(strength = 0.967) 

Latvia - Poland  
(strength = 0.927) 

10th New Zealand - South Africa  
(strength = 0.966) 

Greece - Poland  
(strength = 0.926) 

Table 5.5 (a) Top 10 new influence and discarded links during the transition from 2017 

to 2018. The strength in the new links column indicates the mean cosine similarity 

between the two countries during 2018, while in the discarded links column it indicates 

the mean cosine similarity between the two countries during 2017. The order of 

countries in each pair does not imply the direction of the influence 
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Position Top 10 new influence links Top 10 discarded links 

1st 
Bulgaria - Malaysia  
(strength = 0.732) 

Greece – Romania 
 (strength = 0.987) 

2nd 
Vietnam - South Africa 

 (strength = 0.730) 
Greece - New Zealand  

(strength = 0.973) 

3rd 
Bulgaria - Singapore  

(strength = 0.708) 
Greece - South Africa  

(strength = 0.967) 

4th 
Romania - Vietnam  
(strength = 0.679) 

Greece - Lithuania  
(strength = 0.965) 

5th 
United States - Malaysia  

(strength = 0.673) 
Greece - Latvia  

(strength = 0.965) 

6th 
Global - Vietnam  
(strength = 0.672) 

Global - Greece  
(strength = 0.945) 

7th 
Hong Kong – Lithuania 

 (strength = 0.659) 
Greece - Ireland  

(strength = 0.943) 

8th 
United States - Singapore  

(strength = 0.647) 
Estonia – Greece 
 (strength = 0.937) 

9th 
Latvia – Philippines 
 (strength = 0.643) 

Greece - Hungary  
(strength = 0.920) 

10th 
Hong Kong – Latvia 
 (strength = 0.630) 

Belgium - Greece  
(strength = 0.913) 

Table 5.5(b) Top 10 new influence and discarded links during the transition from 2018 

to 2019. The strength in the new links column indicates the mean cosine similarity 

between the two countries during 2019, while in the discarded links column it indicates 

the mean cosine similarity between the two countries during 2018. The order of 

countries in each pair does not imply the direction of the influence. 

Countries Average Cosine Similarity 

Bolivia - Ecuador 0.99677 

Guatemala - El Salvador 0.996402 

Colombia - Ecuador 0.996391 

Ecuador - Peru 0.995799 

Honduras - El Salvador 0.995544 

Bolivia - Guatemala 0.995082 

Bolivia - Peru 0.99498 

Bolivia - Colombia 0.994135 

Guatemala - Honduras 0.993559 

Bolivia - El Salvador 0.992737 

Table 5.6 The top 10 persistent similarities detected with our proposed methodology.  
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One final important piece of information that we can extract with the above pipeline, 

pertains to the top genres that characterize the music preferences of each cluster, 

presented in figure 5.4(c). More specifically, for all the timepoints that refer to each one 

of the three network snapshots (i.e. for all the timepoints inside each period as described 

in section 5.3.2), we filtered out the top 5 genres that contribute more to the cosine 

similarity for each one of the edges inside each cluster. Then we counted the occurrence 

frequency of each genre and kept the 10 with the greatest. As a result, in Table 5.7 we 

present the top 10 genres that ‘characterize’ each cluster. 

Country Cluster  Top 10 most common genres 

Austria, Switzerland, Germany pop, dance pop, post-teen pop, german hip 
hop, pop rap, tropical house, deep german 
hip hop, german cloud rap, german pop, rap 

Norway, Sweden, Netherlands, Belgium dance_pop, pop, post-teen pop, tropical 
house, pop rap, edm, dutch hip hop, dutch 
pop, uk pop, swedish pop 

Czech Republic, United Kingdom, Singapore, 
Malaysia, Hong Kong, Philippines, Taiwan, 
Indonesia 

pop, post-teen pop, dance pop, pop rap, 
tropical house, uk pop, mandopop, c-pop, k-
pop, rap 

Chile, El Salvador, Mexico, Spain, 
Guatemala, Panama, Colombia, Bolivia, 
Costa Rica, Dominican Republic, Honduras, 
Argentina, Peru, Paraguay, Ecuador 

latin, reggaeton, tropical, reggaeton flow, trap 
latino, latin pop, latin hip hop, pop, dance 
pop, colombian pop 

Table 5.7 Top 10 genres that contributed more to the cosine similarity in each country 

cluster. The order of the genres in the second column indicates the contribution of each 

genre on the edges within the cluster, from highest to lowest. 

5.4 Genre popularity prediction with neural networks 

The popularity of musical genres per market, in terms of chart entries percentages, is 

monitored as described in D3.2. This kind of data can be considered as multivariate time 

series considering that the temporal evolution patterns of one genre’s popularity in a 

certain market potentially affects the evolution patterns of other genres’ popularity in that 

country. For instance, increasing chart entries of one genre may result in increasing (or 

decreasing in case of “competitive” musical genres) chart entries of another genre. 

Consequently, assuming that the evolution of multiple musical genres’ popularity in a 

country is a coupled system of measured variables, methods for multivariate time series 

forecasting can be employed in order to predict future states of it and to partially address 

RL_REQ#5 FuturePulse requirement. Here, we present a new methodology for this 

purpose that we developed in the context of FuturePulse and also, we submitted a paper 

for it to an international scientific journal. 

The evolution of a multivariate time series depends on the dynamics of their variables 

and on the connectivity network of causal interrelationships among them. Knowing the 

structure of such a complex network and even more specifically knowing the exact 

lagged variables that contribute to the underlying process is crucial for the task of 

multivariate time series forecasting. In this direction, here we present a novel neural 

network-based architecture, termed LAgged VAriable Representation NETwork 

(LAVARNET), which intrinsically estimates the importance of lagged variables and 
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combines high dimensional latent representations of them in order to predict future 

values of time series. We compare our model with other baseline and state of the art 

neural network architectures on a music data set related to the evolution of musical 

genres’ popularity per country and the proposed architecture outperforms the competitive 

architectures in most of the experiments. 

5.4.1 Short introduction 

Today, a common choice for time series modelling (also referred as sequence modelling) 
is recurrent neural network (RNN) architectures, which are known to capture the time 
dependence between the predicted future value and the preceding values. The standard 
form of a recurrent neural network is proposed in [Elman 1990] as in equations 1a, b: 

ℎ𝑡 = 𝜎ℎ(𝑊ℎ𝑥𝑡 + 𝑈ℎℎ𝑡−1 + 𝑏ℎ)    (1a) 

𝑦𝑡 = 𝜎𝑦(𝑊𝑦ℎ𝑡 + 𝑏𝑦)     (1b) 

where 𝑥𝑡 is the input time series at time 𝑡, ℎ𝑡 is the hidden state of the network at time 𝑡, 

𝑦𝑡 is the network’s output at time 𝑡 and 𝑊ℎ, 𝑈ℎ, 𝑏ℎ, 𝑊𝑦, 𝑏𝑦 are trainable variables. Also, 

𝜎ℎ and 𝜎𝑦 are non-linear activation functions. 

More complex and effective architectures, especially in natural language processing 

tasks, have been proposed since then like encoder-decoder [Cho et al. 2014] and 

attention-based encoder-decoder models [Bahdanau et al. 2014]. Nevertheless, while all 

of these architectures capitalize on the estimation of time dependence, none of them 

accounts for the interdependence among variables of the underlying mechanism. A 

recent study though paved the way towards this direction by employing a dual stage 

attention mechanism [Qin et al. 2017], which applies weights on the input variables 

during the encoding phase and then applies weights on the time steps during the 

decoding phase. We consider this state-of-the-art model in our comparative study 

presented in the results section. 

In our approach, hidden states are generated by the model as high dimensional latent 

representations of the system’s lagged variables, for each pair of variable and time step 

and not just for each time step. Then, trainable weights are applied on the hidden 

states which ideally will tend to foster the correct lagged variables (hidden states) and 

enable the model to mine this very wanted knowledge. To this end, we changed Elman’s 

equations by introducing also the variable information in the model in addition to the time 

information. We propose three model versions, one that does not consider previous 

hidden states and consequently being non-recurrent (LAgged VAriable Representation 

NETwork; LAVARNET), one that considers the previous hidden state of the 

corresponding variable (Recurrent LAgged VAriable Representation NETwork; R-

LAVARNET) and one that considers the previous hidden states of all variables (Fully 

Recurrent LAgged VAriable Representation NETwork; FR-LAVARNET). 

5.4.2 The proposed architecture 

We propose a time series forecasting model that is based on Elman's equations for the 

recurrent neural network. The drawback of recurrent neural network architectures that 

we alleviate here is that they do not account for interrelationships among the time series' 

variables and hence lack knowledge regarding the underlying causality network of the 

system. The causal relationships among variables of a coupled multivariate system 

determine its evolution (along with other factors such as self-dependencies of each 
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variable), making this information crucial for the task of forecasting. To address this 

problem, we add to Elman's equations a term that holds the variable information in 

addition to the term that holds the time step information when the hidden states are 

generated. As we have already mentioned we propose three model versions, one that 

does not consider previous hidden states and consequently can be considered as non-

recurrent, termed LAgged VAriable Representation NETwork (LAVARNET), one that 

considers the previous hidden state of the corresponding variable, termed Recurrent 

LAgged VAriable Representation NETwork (R-LAVARNET) and one that considers the 

previous hidden states of all variables, termed Fully Recurrent LAgged VAriable 

Representation NETwork (FR-LAVARNET). 

For the definition of the proposed model we begin by determining the equations for the 

hidden states' generation. The LAVARNET's equations are: 

ℎ𝑡,𝑘 = 𝜎ℎ(𝑊𝑇 ⋅ 𝑥𝑡,∶ + 𝑊𝑉 ⋅ 𝑥:,𝑘 + 𝑏ℎ)    (2a) 

𝑦𝑡,𝑘 = 𝜎𝑦(𝑊𝑦ℎ𝑡,𝑘 + 𝑏𝑦)      (2b) 

the R-LAVARNET’s equations are: 

ℎ𝑡,𝑘 = 𝜎ℎ(𝑊𝑇 ⋅ 𝑥𝑡,∶ + 𝑊𝑉 ⋅ 𝑥:,𝑘 + 𝑈ℎ ⋅ ℎ𝑡−1,𝑘 + 𝑏ℎ)  (3a) 

𝑦𝑡,𝑘 = 𝜎𝑦(𝑊𝑦ℎ𝑡,𝑘 + 𝑏𝑦)      (3b) 

and the FR-LAVARNET’s equations are: 

ℎ𝑡,𝑘 = 𝜎ℎ(𝑊𝑇 ⋅ 𝑥𝑡,∶ + 𝑊𝑉 ⋅ 𝑥:,𝑘 + 𝑈ℎ ⋅ ℎ𝑡−1,: + 𝑏ℎ)  (3a) 

𝑦𝑡,𝑘 = 𝜎𝑦(𝑊𝑦ℎ𝑡,𝑘 + 𝑏𝑦)      (3b) 

where 𝑥𝑡,∶ ∈ ℜ𝐾 is the multi-variate input at time 𝑡, 𝑥:,𝑘 ∈ ℜ𝑇 is the multi-time-step input 

of variable 𝑘, ℎ𝑡,𝑘 ∈ ℜ𝑛 is the hidden state for variable 𝑘 at time 𝑡 with 𝑛 being the number 

of neurons, 𝑦𝑡,𝑘 ∈ ℜ𝑛 is the output vector for variable 𝑘 at time 𝑡, ℎ𝑡−1,: ∈ ℜ𝑛⋅𝐾 is the 

concatenation of all hidden states (all variables) of the previous time step and 𝑊𝑇, 𝑊𝑉, 

𝑈ℎ, 𝑏ℎ, 𝑊𝑦, 𝑏𝑦 are trainable variables. Also, 𝜎ℎ and 𝜎𝑦 are non-linear activation functions. 

Then we define a matrix of trainable weights 𝐴 = {𝑎𝑡,𝑘} with 𝑡 = 1, … , 𝑇 and 𝑘 = 1, … , 𝐾 

and multiply each scalar 𝑎𝑡,𝑘 with the corresponding output vector 𝑦𝑡,𝑘. The weights 

corresponding to important lagged variables should take non-zero values (either positive 

or negative) and the weights corresponding to non-important lagged variables should 

take zero (or as close as possible to zero) values after the training procedure. Finally, we 

concatenate all output vectors in one vector and pass it through dense layers for the 

prediction of future values of the time series. In the case of predicting just one variable’s 

future values there is only one fully connected layer in the network’s output and only one 

trainable matrix of weights 𝐴, while in the case of predicting many or all of the system’s 

variables multiple independent fully connected layers are employed as output layers. 

Additionally, in the latter case multiple matrices trainable of weights 𝐴1, … , 𝐴𝐾 (with 𝐴𝑖 =

{𝑎𝑡,𝑘
𝑖 } and 𝑖 = 1, … 𝐾) are considered, one for each target 𝑖. The previous step is of utmost 

importance as each target might be driven by different lagged variables which should be 

fostered accordingly. 
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Figure 5.5. Architecture of LAVARNET. Each lagged variable 𝑥𝑡,𝑘 is represented by a 

hidden state ℎ𝑡,𝑘 which is then transformed to the output vector 𝑦𝑡,𝑘. Consequently, 

trainable weights are applied on all output vectors and finally dense layers are employed 

for the forecasts. 

In Figure 5.5, a graphical representation of our model is illustrated for better 

comprehension. As one may notice, although before the fully connected layers the model 

exploits all time steps up to time step T, the network’s output concerns time step T+1 

hence there is no information leakage from future to past. The main reason that the 

proposed architecture performs that well in forecasting is that it is able to capture the 

connectivity structure of the underlying complex mechanism that generates the 

measurements. Moreover, it is able to estimate accurately not only the subsystems that 

contribute to the evolution of each system variable but also the exact lagged variables. 

This fact makes the results (and consequently the proposed model's behavior) 

interpretable which is a major advantage. Finally, we selected as starting point the simple 

RNNs equations, because any other ideally preferable choice such as Gated Recurrent 

Unit (GRU) [Cho et al. 2014] or LSTM [Hochreiter and Schmidhuber 1997] would 

dramatically increase the number of estimated parameters and thus make the training of 

the architecture infeasible. 

5.4.3 Data sets 

The real data set contains time series data from 2000-01-01 until 2019-10-31 related to 

the popularity level of 60 musical genres in four countries: Great Britain, United States 

of America, Sweden and Canada. Each time series point concerns the percentage of 

entries, in charts of a certain country, related to a specific musical genre for a sliding time 

window of 4 weeks with a step of one week. We have collected data from 60 charts in 

Great Britain, 116 charts in the United States of America, 26 charts in Sweden and 18 

charts in Canada. Then by aggregating the entries, we generated 4 multivariate time 

series with 60 variables and 1031 time points each. Also, we applied a moving average 

filter of order 4 for noise reduction. Training, validation and test sets are generated by 

splitting the time series in 618, 206 and 207 time points respectively. Most of the time 

series variables are sparse, thus for the forecasting task we discarded all genre time 
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series with more than 100 zeros from the models’ input. As target variables we selected 

three non-sparse musical genres namely Pop, Rock and Hip-hop. 

5.4.4 Experiments 

Competitive models 

In order to perform a comparative study, we consider two baseline and one state of the 

art time series model as competitive models. The two baselines are the single layered 

recurrent neural network (RNN) [Elman 1990] and the single layered long short-term 

memory network (LSTM) [Hochreiter and Schmidhuber 1997] each followed by a dense 

output layer. The state-of-the-art model is the dual-stage attention-based recurrent 

neural network (DARNN) [Qin et al. 2017] which considers an encoder with attention on 

the input variables and a decoder with attention on the time steps. 

Training 

For the training of all models we used Adam optimizer and mean squared error loss 

function provided by TensorFlow 1.8.0. Also, one GPU device GeForce GTX 1080 is 

employed for the experiments. 

In all experiments the data sets were split in training (60%), validation (20%) and test 

(20%) sets. So, we perform the training on the training set, checkpoint all models based 

on their performance on the unseen data of the validation set and evaluate their 

performance on the test set. 

Also, for DARNN we opt for the proposed in [Qin et al. 2017] learning rate strategy, 

starting with 0.001 and reducing by 10% every 10,000 iterations. For the baselines we 

opt for a constant learning rate equal to 0.001 and for LAVARNET cosine annealing 

[Loshchilov and Hutter 2017] is used where at epoch i the learning rate η(i) is set to: 

𝜂(𝑖) = 𝜂𝑚𝑖𝑛 +
1

2
(𝜂𝑚𝑎𝑥 − 𝜂𝑚𝑖𝑛) (1 + 𝑐𝑜𝑠 (

𝑖 ⋅ 𝜋

𝐸
)) 

where 𝜂𝑚𝑎𝑥=0.01, 𝜂𝑚𝑖𝑛=0.0001 and 𝐸 is the number of epochs. 

 

Evaluation 

For the evaluation of all models on the forecasting task we use the error function mean 

absolute error (MAE) as in the following equation: 

𝑀𝐴𝐸𝑘 =
1

𝑁
∑|𝑥𝑡,𝑘 − 𝑥𝑡,𝑘|

𝑁

𝑡=1

 

where 𝑘 is the target variable, 𝑁 is the number of samples in the test set, 𝑥𝑡,𝑘 is the actual 

measurement and 𝑥𝑡,𝑘 is the prediction. In the case of multivariate prediction we consider 

the average 𝑀𝐴𝐸𝑘 across all 𝑘. 

Results 

In Tables 5.8 to 5.11, the performance of forecasting models on the task of predicting 

musical genres’ popularity is presented for each of the four countries Great Britain, 

United States of America, Sweden and Canada respectively. We consider 12 different 

settings each of them related to a different country and a different target variable (musical 

genre). Also, the presented results are the average and standard deviation of MAE 

across 10 repetitions of each training/testing procedure. Regarding the hidden state size 
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here we opt for 10 neurons for LAVARNET, R-LAVARNET and FR-LAVARNET, 128 

neurons for LSTM and RNN and 64 neurons for DARNN. It is observed that in 7 settings 

LAVARNET performs best, in 2 settings R-LAVARNET performs best, in one setting the 

simple RNN model performs best and only in 2 settings DARNN outperforms all the other 

models. 

 Pop Rock Hiphop 

LAVARNET 0.0049±0.0003 0.0068±0.0004 L: 0.0031±0.0007 

R-LAVARNET 0.0060±0.0003 0.0076±0.0006 0.0040±0.0004 

FR-LAVARNET 0.0087±0.0007 0.0103±0.0007 0.0054±0.0011 

LSTM* 0.0114±0.0038 0.0114±0.003 0.0108±0.0022 

RNN* 0.0116±0.0033 0.0106±0.002 0.0151±0.0044 

DARNN 0.0092±0.0005 0.0062±0.0004 0.0059±0.0006 

Table 5.8 Evaluation of models on musical genre popularity forecasting task for three 

different musical genres (Pop, Rock, Hip-hop) as target in Great Britain. The evaluation 

index is MAE (the standard deviation is also presented) and the model exhibiting best 

performance at each setting is highlighted with bold letters. *LSTM and RNN exhibit 

relatively big variability in their performance thus we present average results over 50 

realizations for them, while for all other models 10 realizations are considered for a 

stable average performance. 

 

 Pop Rock Hiphop 

LAVARNET 0.0100±0.0021 0.0029±0.0001 0.0039±0.0003 

R-LAVARNET 0.0160±0.0022 0.0034±0.0004 0.0042±0.0005 

FR-LAVARNET 0.0280±0.0049 0.0044±0.0007 0.0065±0.0012 

LSTM* 0.0180±0.007 0.0150±0.005 0.0131±0.0042 

RNN* 0.0312±0.010 0.0137±0.007 0.0145±0.007 

DARNN 0.0077±0.0005 0.0043±0.0002 0.0064±0.0020 

Table 5.9 Evaluation of models on musical genre popularity forecasting task for three 

different musical genres (Pop, Rock, Hip-hop) as target in United States. The 

evaluation index is MAE (the standard deviation is also presented) and the model 

exhibiting best performance at each setting is highlighted with bold letters. *LSTM and 

RNN exhibit relatively big variability in their performance thus we present average 

results over 50 realizations for them, while for all other models 10 realizations are 

considered for a stable average performance. 

 

 

 Pop Rock Hiphop 

LAVARNET 0.0087±0.0016 0.0017±0.0003 0.0023±0.0004 
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R-LAVARNET 0.0075±0.0005 0.0022±0.0003 0.0029±0.0004 

FR-LAVARNET 0.0083±0.0008 0.0026±0.0005 0.0049±0.0004 

LSTM* 0.0108±0.004 0.0050±0.001 0.0067±0.0031 

RNN* 0.0124±0.006 0.0074±0.003 0.0063±0.0028 

DARNN 0.0086±0.0001 0.0026±0.00009 0.0053±0.00009 

Table 5.10 Evaluation of models on musical genre popularity forecasting task for three 

different musical genres (Pop, Rock, Hip-hop) as target in Sweden. The evaluation 

index is MAE (the standard deviation is also presented) and the model exhibiting best 

performance at each setting is highlighted with bold letters. *LSTM and RNN exhibit 

relatively big variability in their performance thus we present average results over 50 

realizations for them, while for all other models 10 realizations are considered for a 

stable average performance. 

 

 Pop Rock Hiphop 

LAVARNET 0.0110±0.0019 0.0030±0.0005 0.0048±0.0014 

R-LAVARNET 0.0100±0.0023 0.0028±0.0005 0.0065±0.0011 

FR-LAVARNET 0.0114±0.0022 0.0048±0.0020 0.0102±0.0014 

LSTM* 0.0096±0.004 0.0050±0.002 0.0112±0.0037 

RNN* 0.0089±0.003 0.0055±0.002 0.0132±0.004 

DARNN 0.0114±0.0008 0.0041±0.0003 0.0088±0.0013 

Table 5.11 Evaluation of models on musical genre popularity forecasting task for three 

different musical genres (Pop, Rock, Hip-hop) as target in Canada. The evaluation 

index is MAE (the standard deviation is also presented) and the model exhibiting best 

performance at each setting is highlighted with bold letters. *LSTM and RNN exhibit 

relatively big variability in their performance thus we present average results over 50 

realizations for them, while for all other models 10 realizations are considered for a 

stable average performance. 

 

 

 

 

 

 

 

 

(a) 



Multimodal Predictive Analytics and Recommendation Services for the Music Industry 57 

 

Grant Agreement Number: 761634 – FuturePulse – H2020-ICT-2016-2/ICT-19 
 

 

 

Funded by the 

European Commission 

 

 

 

(b) 

 

Figure 5.6. The forecasting behavior of (a) LAVARNET, (b) DARNN in the example 

case of Pop musical genre’s popularity in Great Britain. 

 

Also, in Figure 5.6 representative examples of the forecasting behavior of the compared 

models LAVARNET and DARNN are illustrated. These examples concern the target 

variable Pop musical genre’s popularity in Great Britain, and it is obvious that LAVARNET 

exhibits better forecasting behavior than DARNN as also displayed in Table 5.8. 
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6 Playlist recommendations 

6.1 Introduction  

Playlists have become one of the most effective and common ways for the users of 

streaming platforms to discover new tracks, releases and artists. In other words, a 

significant part of music listening experience relies on playlists, as from a user 

perspective it is the main way to consume music. Therefore, in popular digital streaming 

platforms, there are millions of playlists with each of them having millions of followers 

and therefore millions of potential listeners. For example, in case of Spotify, the most 

popular playlist, the “Today's Top Hits”22 has more than 25 million followers, while 

“RapCaviar”23 , the most known playlist for rap-related genres has more than 12 million. 

These Spotify playlists but also playlists from other curators are updated quite often 

(even daily), and the inclusion of a new release into one of these, can be considered as 

the holy grail for artists and record labels.  

Apparently, the competition can be tough, as there are about 40k new releases added 

daily on Spotify24. For this reason, Spotify has introduced a pitching tool that artists can 

use to submit unreleased tracks, provide information about genre, moods, instruments 

etc and thus help editors find their track and consider it for one of the editorial playlists. 

Given that playlists usually focus on specific genres, have a specific audio profile and 

target a specific audience, it’s of great importance for an artist or record label to discover 

playlists that match a given song. Given the importance of playlists and the effort required 

to discover relevant playlists (e.g. by listening tracks in playlists and assess whether the 

playlist somehow matches the track), in the last revision of FuturePulse requirements a 

related requirement has been added (RL_REQ#10A). More precisely, there is a need to 

recommend playlists based on tracks’ profile, to decrease the number of potential 

playlists.     

The main issue is that for unreleased tracks, little information, such as listening patterns, 

is known prior to release. Usually, apart from the artist, what can be estimated for a new 

track are its audio features, such as energy, tempo and valence. However, the audio 

profile of a playlist can be quite diverse as the audio features of the tracks included in it 

can vary. In many cases, these variations can be quite narrow leading to playlists with a 

very specific sound. But in many other cases, the distribution of these features can be 

quite complex, making it difficult to match a specific track with the corresponding playlists. 

For example, in Figure 6.1 the histograms of nine audio feature25  for the RapCaviar 

playlist are depicted, based on the tracks included in the playlist the week from 

2020/02/02 to 2020/02/08. As depicted in Figure 6.1, instrumentalness is quite narrow, 

making it easy to validate whether a track matches the playlist. However, other features 

such as energy, acousticness and danceability exhibit a more complex pattern, which 

implies that the likelihood of a track to match the playlist depends on the exact values of 

these features. 

To this end, we developed a method that leverages the audio features of a track and the 

audio profiles of playlists from past activities i.e. the addition of tracks in the past, to 

estimate the playlists that are more likely to include that new track. We formulate the 

track-playlist matching as a recommendation problem, where tracks are items and 

 
22 https://open.spotify.com/playlist/37i9dQZF1DXcBWIGoYBM5M 
23 https://open.spotify.com/playlist/37i9dQZF1DX0XUsuxWHRQd 
24 https://twitter.com/PigsAndPlans/status/1123598968162795526  
25 The features are those provided by Spotify API. 

https://open.spotify.com/playlist/37i9dQZF1DXcBWIGoYBM5M
https://open.spotify.com/playlist/37i9dQZF1DX0XUsuxWHRQd
https://twitter.com/PigsAndPlans/status/1123598968162795526
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playlists can be considered as “users” that have a specific profile and exhibit a specific 

preference over these items. That preference is materialized by the addition of a track 

for some period in the playlist, and the profile is represented by the set of all tracks that 

have been added in the past.  

 

Figure 6.1 Audio features distribution for Spotify's RapCaviar playlist. We depict the 

histogram of each of these features across all tracks in the playlists, and the estimated 

distribution using kernel Density estimation.  

 

6.2 Proposed methodology 

Following the matrix factorization model, playlists and items (i.e. tracks) are represented 

by two low-rank latent factors in the same vector space, and the preference score 

between an item 𝑖  and playlist 𝑝 is estimated by the dot product of these two factors. 

More precisely: 

�̂�𝑝𝑖 = 𝑤𝑝
𝑇 ∙ ℎ𝑖 = ∑ 𝑤𝑝𝑓ℎ𝑖𝑓

𝑘

𝑓=1

 

Where 𝒘𝑝 ∈ 𝑅𝑘  and  ℎ𝑖 ∈ 𝑅𝑘  are the k-dimensional latent factors of playlist 𝑝 and item 𝑖 

respectively, and �̂�𝑝𝑖 is the estimation of preference score 𝑦𝑝𝑖  for these two entities.   

However, this setting suffers from the cold-start problem, as all the entities for which we 

need to discover potential matches, must appear in the training set, in order to estimate 

their latent representations. In other words, given a track or playlist not presented on the 

training set, we cannot have a vector  𝑤𝑝 or ℎ𝑖 to calculate a preference score. To 

alleviate this problem, we opted to use existing content attributes as an initial input for 

items and learn attribute-to-latent factors mappings, following the same matrix 

factorization process. More precisely, the latent factor  ℎ𝑖 of an item 𝑖 is produced by a 
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vector 𝑥𝑖  ∈ 𝑅𝑐  that represents the 𝑐 known attributes of the item. This transformation is 

performed through a mapping function 𝛷. Therefore, latent features for new items can 

be calculated from their known attributes. In our case the attributes of items are the 

following 11 audio features: mode, key, acousticness, danceability, energy, 

instrumentalness, liveness, loudness, speechiness, valence and tempo. We also 

included the duration of the track in seconds as an additional feature. The mapping 

function from attributes to latent factors is a linear projection. More precisely: 

ℎ𝑖 = 𝛷(𝑥𝑖) = 𝑀𝑥𝑖 

Where 𝑀 ∈ 𝑅𝑘×𝑐 is the projection matrix that maps the initial attributes vector 𝑥𝑖  to the 

latent factor ℎ𝑖. Therefore, the preference score is calculated as follows: 

�̂�𝑝𝑖 = 𝑤𝑝
𝑇 ∙ ℎ𝑖 = 𝑤𝑝

𝑇 ∙ 𝑀𝑥𝑖 

Given a training set of playlists 𝑃 and items 𝐼, the parameters to be learnt are the latent 

factors of playlists (𝑤𝑝 for 𝑝 = 1, … , |𝑃| or 𝑊 ∈ 𝑅|𝑃|×𝑘) and the projection matrix 𝑀. The 

latent factors of playlists, are not directly associated with the audio features, but through 

the learning procedure the learnt representation of a playlist reflects its overall audio 

profile, as it is based on the interactions with the latent factors of items that rely on audio 

features. To learn these parameters, we could use the typical loss function of matrix 

factorization: 

𝐿𝑀𝐹 = ∑(𝑦𝑝𝑖 − 𝑤𝑝
𝑇 ∙ 𝑀𝑥𝑖)2

 

𝑝,𝑖

+ 𝜆𝑝 ∑‖𝑤𝑝‖
2

2
+ 𝜆𝑀‖𝑀‖2

2

 

𝑝

 

We also included an alternative of the previous approach that leverages also artist 

information. Each artist in the dataset is represented by a latent factor with the same 

dimension as playlist representations and we include these factors in the calculation of 

preference score. As a track can have more than one artist we use the average of the 

vectors of the associated artists. Therefore   

�̂�𝑝𝑖 = 𝑤𝑝
𝑇 ∙ ℎ𝑖 = 𝑤𝑝

𝑇 ∙ (𝑀𝑥𝑖 + 𝑣𝑖) 

where 𝑣𝑖is the average of vectors corresponding to the artists of track𝑖.     

The problem with these two approaches is that the preference feedback obtained from 

the training set is a form of implicit feedback, meaning that, while the addition of a track 

𝑖 in playlist 𝑝  can be considered as positive feedback (i.e. 𝑦𝑝𝑖 = 1), the absence of a 

track does not necessarily imply a negative preference score (𝑦𝑝𝑖 = 0). Assuming that 

an unobserved item has a preference value of zero, might be misleading, even if the item 

perfectly fits the playlist in terms of audio features. To overcome this well-known 

drawback of recommendation systems based on implicit signals, we opted for a state-of-

the-art approach, named Personalized Bayesian Ranking (BPR) [Rendle et al. 2012], 

that formulates the optimization procedure as a pairwise ranking problem. The idea 

behind BPR is that given a playlist  𝑝 and a pair of items 𝑖 and 𝑗, the item that has been 

included in the playlist must be ranked higher than the items that have not. To note that 

no judgment for the pairwise ranking can be done for a pair of items that both have been 

added (or not) in the playlist. Therefore, the training set for the BPR is a set 𝐷𝑆 of triples 

(𝑝, 𝑖, 𝑗) for which we have an established pairwise preference of 𝑖 over 𝑗 given 𝑝. More 

precisely, if for playlist 𝑝 ∈ 𝑃, 𝐼𝑝
+ is the set of items for which there is positive feedback 

(i.e. the items that have been included in the playlist) and  𝐼\𝐼𝑝
+ is the set of non-observed 

items for that playlist, the training set consists of: 



Multimodal Predictive Analytics and Recommendation Services for the Music Industry 61 

 

Grant Agreement Number: 761634 – FuturePulse – H2020-ICT-2016-2/ICT-19 
 

 

 

Funded by the 

European Commission 

 

𝐷𝑠 = {(𝑝, 𝑖, 𝑗) | 𝑝 ∈ 𝑃 ∧ 𝑖 ∈ 𝐼𝑝
+ ∧ 𝑗 ∈ 𝐼\𝐼𝑝

+} 

The optimization criterion of BPR is based on the maximization of the posterior 

probability: 

Pr(𝛩| >𝑝) ∝ Pr(>𝑝 |𝛩) Pr(𝛩) 

Where 𝛩 are the parameters of the model and >𝑝 is the latent preference for playlist  𝑝 

over all item pairs. Assuming independence between playlists, independence of item 

pairs, a Gaussian prior Pr(𝛩), and by taking the logarithm of the objective function, the 

overall optimization criterion becomes: 

𝐿𝐵𝑃𝑅 = 𝑙𝑛 ( ∏ 𝑃𝑟(>𝛩 | 𝛩)𝑃𝑟(𝛩)

 

(𝑝,𝑖,𝑗)∈𝐷𝑠

 )  = ∑ 𝑙𝑛(𝑃𝑟(>𝛩 | 𝛩) ) 

 

(𝑝,𝑖,𝑗)∈𝐷𝑠

− 𝜆𝛩‖𝛩‖2
2 

We define the individual probability of playlist’s preference of 𝑖 over 𝑗 as: 

𝑃𝑟(>𝛩 | 𝛩)  = 𝜎 (�̂�𝑝𝑖𝑗(𝛩))here σ is the logistic sigmoid and �̂�𝑝𝑖𝑗 ≔ �̂�𝑝𝑖 − �̂�𝑝𝑗. By using 

stochastic gradient ascent to maximize 𝐿𝐵𝑃𝑅  we get: 

𝛩 ← 𝛩 + 𝑎 (
𝑒−�̂�𝑝𝑖𝑗

1 + 𝑒−�̂�𝑝𝑖𝑗
∙

𝜕

𝜕𝛩
�̂�𝑝𝑖𝑗 − 𝜆𝛩𝛩) 

where 𝑎 is the learning rate. If we combine the BPR optimization criterion, with the 

attribute-based matrix factorization model presented before, then  �̂�𝑝𝑖𝑗 =  𝑤𝑝
𝑇 ∙ 𝑀𝑥𝑖 −

 𝑤𝑝
𝑇 ∙ 𝑀𝑥𝑗 and model parameters become  𝛩 = {𝑤𝑝, 𝑀}. Given this, the regularization term 

𝜆𝛩‖𝛩‖2
2 becomes 𝜆𝑝‖𝑤𝑝‖

2

2
+ 𝜆𝑀‖𝑀‖2

2, which is equivalent to the 𝐿2 regularization.  

Given a specific triple (𝑝, 𝑖, 𝑗) the derivatives of 𝑤𝑝 and 𝑀for the update step are: 

𝜕

𝜕𝑤𝑝 
�̂�𝑝𝑖𝑗 = 𝑀(𝑥𝑖 − 𝑥𝑗) 

𝜕

𝜕𝑀
�̂�𝑝𝑖𝑗 = 𝑤𝑝(𝑥𝑖 − 𝑥𝑗)

𝑇
 

Therefore 

𝑤𝑝 ← 𝑤𝑝 + 𝑎 (
𝑒−�̂�𝑝𝑖𝑗

1 + 𝑒−�̂�𝑝𝑖𝑗
∙ 𝑀(𝑥𝑖 − 𝑥𝑗) − 𝜆𝑝𝑤𝑝) 

𝑀 ← 𝑀 + 𝑎 (
𝑒−�̂�𝑝𝑖𝑗

1 + 𝑒−�̂�𝑝𝑖𝑗
∙ 𝑤𝑝(𝑥𝑖 − 𝑥𝑗)

𝑇
− 𝜆𝑀𝑀) 

In the case of artist incorporation, we also calculate the derivatives of the positive and 

negative samples and update the corresponding artists: 

 
𝜕

𝜕𝑣𝑖 
�̂�𝑝𝑖𝑗 = 𝑤𝑝  

𝜕

𝜕𝑣𝑗 
�̂�𝑝𝑖𝑗 = −𝑤𝑝 

Therefore: 
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𝑣𝑖 ← 𝑣𝑖 + 𝑎 (
𝑒−�̂�𝑝𝑖𝑗

1 + 𝑒−�̂�𝑝𝑖𝑗
∙ 𝑤𝑝 − 𝜆𝑣𝑣𝑖) 

𝑣𝑗 ← 𝑣𝑗 + 𝑎 (
𝑒−�̂�𝑝𝑖𝑗

1 + 𝑒−�̂�𝑝𝑖𝑗
∙ (−𝑤)𝑝 − 𝜆𝑣𝑣𝑗) 

To note that, although for the calculation of partial derivatives we used the average 

vectors 𝑣𝑖 and 𝑣𝑖, in the update step we update the latent representation of all the 

associated artists. However, usually only one artist vector is updated as in most cases 

the tracks are performed by one artist.  

After training, given a new track 𝑙, with audio features vector 𝑥𝑙  the playlists can be 

ranked by �̂�𝑝𝑙 = 𝑤𝑝
𝑇 ∙ 𝑀𝑥𝑙 (or 𝑤𝑝

𝑇 ∙ 𝑀(𝑥𝑙 + 𝑣𝑙)) and post filtering can be applied on the 

results, based on other criteria such as average popularity of a playlist, number of 

followers, deletion rate etc.  Also, as a by-product of the learning procedure, the latent 

factors of playlists can be used to calculate similarities between playlists, with respect to 

the audio profile of each playlist.  

 

6.3 Experiments and Results 

To train the model we used a list of 13.3k playlists from Spotify having more than 1000 

followers. To obtain these playlists we used a list of about 800 curators identified 

manually, and we retrieved all their public playlists, by using the Spotify API. To generate 

training triples, we tracked these playlists daily for a period of a month, to obtain their 

tracks. That gave us a set of 864,597 unique tracks. We obtained their audio features by 

using the corresponding endpoint from Spotify API26. We split the data in two parts for 

training and testing by date at item level, ensuring that in the testing set there are only 

new items, not existing in the training set.   More precisely, we used the snapshots of the 

13.3k playlists from 2020/02/01 to 2020/02/14 as a training set, resulting in a quite sparse 

preference matrix with about 1.7M unique playlist - track pairs. For testing, we used the 

playlist snapshots from 2020/02/14 to 2020/02/20 but we kept only the playlist-track 

pairs, for which the track does not appear in the training set. The number of new tracks 

is 18.6k, with 39,755 track-playlist pairs. 

To evaluate the model, we use the AUC (Area Under ROC Curve) metric, which is a 

typical way to evaluate recommendations systems, by assessing how well the method 

ranks a given set of items given a playlist and vice versa. In other words, given a playlist 

we rank tracks according to �̂� and calculate how close that ranking is to the tracks that 

actually have been included in the playlist. In the opposite scenario, which is more 

relevant to the FuturePulse Record Label use case, given a track we rank playlists with 

respect to the same preference score. Intuitively, playlists that have the potential to 

include the track are higher to the ranking. The best possible value that the AUC 

evaluation metric can take is 1, with any non-random ranking having an AUC value 

greater than 0.5. 

Regarding training, the model is insensitive to the dimension of latent factors, as for a 

different dimension of latent factors, ranging from 50 to 200 the resulting AUC scores 

does not change significantly. Therefore, we used 100 as the default value. For training, 

we empirically set the learning rate to 0.005, while the regularization term was set to 

 
26 https://developer.spotify.com/documentation/web-api/reference/tracks/get-several-audio-features/ 

https://developer.spotify.com/documentation/web-api/reference/tracks/get-several-audio-features/
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0.001. We run the stochastic gradient descent for 1500 steps, using batches of 100 

random (p, i, j) triples.   

       

Model Tracks ranking Playlists Ranking 

audio attributes 0.806 0.791 

audio attributes + artist 
information 

0.852 0.857 

Table 6.1 AUC scores for track and playlist rankings for two models: one based on 

audio attributes and one that incorporates artist information. 

 

Table 6.1 contains the AUC scores for the two models described above, for the two 

rankings, the ranking of tracks given a playlist and ranking of playlists given a track. From 

these results we can conclude that the rankings produced by the model are reasonable, 

as the AUC score in all settings is near and above 0.8. That indicates that the rankings 

are far from random (AUC score of 0.5), with the true positive pairs being higher in the 

ranking, compared to not existing pairs. This is evident also in Figure 6.2, where the 

distribution of scores for the two classes are depicted. The distribution of scores for the 

positive class, i.e. the playlist-track pairs that observed in the test dataset are on the right 

side of the negative pairs’ distribution.  

However, it is also obvious that there is an important overlap between these two 

distributions, indicating that we cannot fully distinguish these two classes. Given that the 

number of playlists and tracks is quite large, compared to the number of tracks entering 

a playlist, or the average number of playlist a track can appear, it is apparent that there 

will be tracks and playlists with a high ranking score, even if there is no observed 

association. For example, in the playlist ranking scenario, a track appears on 124 

playlists on average, with the total number of playlists being 13.3k. Therefore, the true 

negatives outnumber the true positives, creating an imbalance between the two classes. 

In other words, if a playlist appears in the top positions of ranking given a track, but this 

track does not exist in that playlist, this does not necessarily mean that the track does 

not match the playlist, but there are other intrinsic factors such as popularity and high 

competition, or external ones, as trendiness of the artist on social media, etc. If we split 

playlists into two classes during evaluation, one with playlists having average popularity 

higher than 70 and one below 70, we observe a significant difference in the reported 

AUC scores. In particular, for the highly popular playlists, for the audio attributes model, 

the AUC score is 0.652, much lower than AUC score of 0.791 on the whole set of 

playlists. On the other hand, evaluation on playlists having lower average popularity is 

higher than the overall score (0.893 compared to 0.791). A possible reason for that 

difference is that in the case of popular playlists, it is extremely difficult for a track to be 

selected even if matches in terms of audio profile.    
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Figure 6.2 Distribution of the normalized preference scores for the two classes: tracks 

that entered a playlist and tracks that did not 

 

Regarding the incorporation of artist information, this update improves the AUC score for 

both rankings, as expected. Apparently, the artist(s) of a track is an important factor for 

the selection of the track in a playlist, therefore considering this additional information 

produces better rankings. However, this method requires the same set of artists both in 

training and testing as latent factors for these entities must be learnt. Therefore, this 

alternative cannot be used when the released track comes from a new unknown artist, 

that has not appeared in any playlist in the past. We plan to overcome this problem in 

future work by using associations between artists (e.g. related artists endpoint from 

Spotify27 or appearances on the same venue in a short period of time) in the optimization 

function presented above.  

 

 

 

 
27 https://developer.spotify.com/documentation/web-api/reference/artists/get-related-artists/ 

https://developer.spotify.com/documentation/web-api/reference/artists/get-related-artists/
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7 Implementation issues and API Integration 

The methods described in the previous sections, to a large extend have been integrated 

in the FuturePulse platform and are exposed through a thorough API framework. The 

different API endpoints which provide the metrics, analytics and predictions described in 

the previous sections, are described in detail in Appendix A. In this section we provide 

an overview of the functionalities that are already available, or will be integrated for the 

large-scale pilot, the following months.  

 

7.1 Track Popularity API Endpoints 

In order to aggregate data and metrics with regards to a track’s popularity, a data 

acquisition framework is triggered automatically by nightly scheduled processes to 

collect and aggregate the information from music online platforms and streaming 

services and provide popularity metrics within the FuturePulse platform. 

On a daily basis, 

• the FuturePulse database is scanned for tracks to acquire data from music streaming 

sites 

• multiple data collection frameworks are triggered, depending on the sources available for 

each track. 

The data is aggregated by an algorithm which produces an overall popularity estimation 

from the historic evolution of various popularity metrics (e.g. YouTube views, Spotify 

popularity, Deezer rank, etc.). This aggregated popularity is provided via an internal API 

to the FuturePulse platform. FuturePulse platform can display the individual streaming 

sites’ metrics alongside the FuturePulse track popularity evolution, and its prediction. 

Furthermore, the track popularity framework allows to retrieve tracks ranked by highest 

popularity or biggest increase in popularity in a chosen time frame. Track Popularity API 

endpoints are provided by Musimap from their services and are integrated into the 

FuturePulse API and platform by ATC. 

 

7.2 Artist Popularity  

In case of artist popularity, in the previous deliverable (D3.2) we described the GAP 

methodology to calculate artist popularity by aggregating individual metrics from social 

media and streaming platforms (e.g. YouTube views, Facebook mentions, Spotify 

followers, etc). We calculate these scores weekly for a set of about 100k artists28, to 

support artist popularity ranking. We also support short-term forecasting for this score 

(up to two weeks) but also for the individual metrics. 

Apart from the FuturePulse popularity score, which is provided for the artists that are 

tracked from our collection modules (D2.3), we also integrated a new endpoint for 

emerging artists discovery as described in section 4.2. This endpoint provides top artists 

per country based on popularity and popularity growth. We consider this score less 

accurate than the GAP score, but it can be used to have a rough estimation for artists 

 
28 This set was created by taking all the artists from Spotify having Spotify popularity above 30. 
These artists are tracked once a week therefore, we can produce FuturePulse popularity score 
for that time resolution. To note that for a subset of very popular artists but also for the artists 
associated with the record label use case, we track these metrics daily.    
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not tracked by FuturePulse and more importantly, can help to decide whether an 

emerging artist should be added to the pool of artist that tracked systematically, in order 

to have a more precise popularity estimation.  

 

7.3 Genre Popularity 

In case of genre popularity, the API endpoint that provide genre popularity we kept the 

same structure and we replace the backend with the implementation described in section 

5.2. In order to keep the database up to date with the latest data, we have implemented 

an update utility that runs on a weekly basis. More precisely, the database is updated 

every Wednesday at 17:30. This utility fetches all the recent daily Spotify Top 200 

Charts29, for all the countries for which data is available. Next, it prepares the data, 

updates the artist – genre network and the genre association network, and then it 

computes the new popularities for all artists and genres, using the implemented 

algorithms, and inserts them in our database. To get top genres, we have integrated a 

new endpoint that returns genres ranked by popularity and popularity growth per country 

for a specific time period.  

 

7.4 Playlists recommendations 

The API endpoint will be implemented and integrated into the platform in the next period, 

for the large -scale pilot of Record Label use case. Given the validity of the proposed 

methodology, as indicated by the results presented in section 6.3, we will expand the set 

of 13.3k playlists with more regional and genre-specific playlists30 and we will retrain the 

model to acquire their representations. The API endpoint will get as input the audio 

attributes31 of a track (and the associated artists if we consider the variation of the model 

that uses also this information) and will provide suggestions for relevant playlists. Also, 

parameters to filter and rank the recommendations by popularity, followers, etc. will also 

be provided.    

 

7.5 Highlights and Smart Notifications 

This endpoint will be built on top of other endpoints already available and will be 

integrated in the FuturePulse platform for the large-scale pilot. More precisely, the 

methods for top artists, tracks and genres in terms of popularity and popularity growth 

will be used as input to the highlights generation method that will be developed in the 

next period. The objective is to keep only important changes on these metrics, that worth 

further investigation from the end user of the platform.  

 
29 https://spotifycharts.com/ 
30 However, we should note that the list of playlists considered in the experiments of section 6, is 
quire extensive and covers the vast majority of playlists considered important from the perspective 
of the Record Label use case.    
31 To note that although in our experiment we used Spotify audio features as the attributes of the 
items, and these features will be used also for the training of the model to be deployed, in case 
of new unreleased tracks, we will use FuturePulse audio descriptors. From a preliminary 
investigation, these features are closely related to Spotify’s so they can be used  as input to the 
recommendation system of section 6. 

https://spotifycharts.com/
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8 Results and Conclusions 

This deliverable presented the work conducted during the second and final year of the 

project to meet the requirements related to predictive analytics and recommendations. 

As in deliverable D3.2, the work carried out aimed to produce popularity-oriented results 

for different music entities of interest, such as artists, tracks and genres. In most cases, 

the methodologies presented in this document extend the work presented in the previous 

versions of the predictive analytics and recommendation framework deliverable, based 

on the feedback we received from use case partners. 

Regarding a track’s popularity a popularity prediction model employing the k-Nearest-

Neighbors algorithm has been implemented, basing its predictions on the evolution of 

the popularity of similar performing tracks, taking the past 28 days of different track-

related popularity measures into account, to predict each track’s popularity in the 

forthcoming 21 days. While deliverable D3.2 has introduced the evaluation of different 

model algorithm alternatives and included an evaluation of different parameters, in this 

deliverable we presented the extension of the model to additional input metrics sourced 

from several third-party platforms. Also, the weighted combination of these metrics to 

produce the “FuturePulse track popularity score” has been introduced, alongside the 

method to rank and retrieve tracks by their (increase in) popularity. 

For artist popularity we employed a methodology that computes the difference in artist 

popularity, measured by the Geometric Artist Popularity (described in D3.2), in 

consecutive time periods and ranks the artists accordingly in order to detect the emerging 

ones. Also, our method provides the contribution intensity of the individual metrics (e.g 

YouTube views or Spotify popularity) as a percentage that showcases the metrics which 

are responsible for the overall increase of the popularity of the artist. In addition, we have 

computed various popularity metrics for artists in 59 countries, using a graph-based 

pipeline, exploiting information both from Spotify Top 200 chart lists, and association links 

between artists and genres. 

For the estimation of the impact of events on artist success we implemented 

CausalImpact, which is a method that uses state-space models in order to predict the 

future evolution of time series such as the local Spotify streams had no event taken 

place. Then the predicted is compared to the actual timeline through a Bayesian 

approach that results in the probability of the actual outcome. We consider live 

performances as events whose impact on the local streaming activity of artist is to be 

estimated. The results show that indeed a percentage of live performances are 

correlated with short-term local streams increase up to a certain degree and our 

proposed event impact assessment criterion can help music professionals quickly decide 

which were the live performances that made a marked difference. 

For the estimation of genre popularity and growth, we implemented a new approach 

that leverages genre co-occurrences and artist-genre associations, and a graph based 

ranking algorithm to produce popularity scores at specific time intervals, and also growth 

of these scores for specific ranges.  Moreover, we incorporated a vector-based 

methodology to detect genre popularity flow between countries, by computing similarities 

between genre vectors, that represent the genre preferences in each one of the 59 

countries. Finally, we addressed the task of genre popularity forecasting by deploying a 

novel neural network-based architecture that considers multiple variables as input and 

leverages the estimation of the importance of lagged variables to the genre popularity 

evolution patterns. The results show that the proposed architecture performs better than 

other baseline and state of the art models at this task. 
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For the recommendation of playlists given a track, we developed a learning-to-rank 

approach that leverages past information of playlists i.e. tracks included in them, to learn 

latent representations for both playlists and tracks.  In case of tracks, the method does 

not learn directly a vector representation but a mapping from audio features to latent 

vectors. In that way, the recommendation system is able to provide suggestions of 

playlists for new unseen track instances.  

The main goal for the future activities in the coming period until the end of the project is 

the integration of the results produced by the methods described in this deliverable in an 

efficient way. More precisely the goals are the following: 

• Improve playlists recommendation approach by reformulating the objective function and 

evaluating further the results. Integrate the final method in the FuturePulse platform for 

the large-scale pilot. 

• Provide highlights, insights and smart notifications for artists and genres through an API 

endpoint, to be integrated for the large-scale pilots. 

• Refine genre popularity setting (e.g. BiRank’s parameters) based on feedback received 

from the pilots. 

• Integrate the different artist popularities scores in a way that will help end-users gain as 

many insights as possible from the platform.  

• Evaluate and refine the recognition model presented in D3.2 in the US market, by 

conducted a user survey with a US population in the context of the Background Music 

Provider use case.   
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Appendix A 

Track Popularity API: GET sources 

 

GET /popularity/sources 

Retrieves the available sources used to determine track popularity, and the fields 

available in each of them; data for these sources and fields (both acquired data and 

predicted data) can be retrieved with the GET popularity data endpoint described next. 

This endpoint request has no parameters. 

 

Example request: 

GET /popularity/sources 

Example response: 

{ 

    "status": 200, 

    "timestamp": 1582281544366, 

    "data": { 

        "bmat": [ 

            "playcount" 

        ], 

        "deezer": [ 

            "rank" 

        ], 

        "musimap": [ 

            "popularity" 

        ], 

        "spotify": [ 

            "popularity" 

        ], 

        "spotify_charts": [ 

            "position_top200", 

            "streams" 

        ], 

        "youtube": [ 

            "comments", 

            "dislikes", 

            "likes", 

            "views" 

        ] 

    } 

} 

 

 

Track Popularity API: GET popularity data 

GET /popularity/USSM19900596?output=spotify,youtube&date_from=2020-01-20 

&source=isrc 

This endpoint provides for a provided track ID (e.g. ISRC or Spotify ID): 
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• track popularity metrics from different sources (e.g. Spotify, YouTube etc.) 

• predictions of those popularity measures on each source 21 days into the future 

• FuturePulse track popularity: estimation from the metrics gathered from the various 

sources (0-100) 

• FuturePulse predicted track popularity: predicted popularity score for each track, 21 days 

into the future (0-100) 

 

Parameters Data Type Description 

id* 

  

string track reference id to search for (ids from 

any supported source as well as ISRC are 

allowed; see /popularity/sources endpoint)  

source* string the source of the id given, can be any of the 

sources available via /popularity/sources 

endpoint or "isrc" 

output* string comma separated list of output sources (for 

a list of possible sources, see 

/popularity/sources) 

Possible values: “bmat” "musimap" "spotify" 

"youtube" "deezer" or any combination of 

them 

“musimap” provides aggregated global 

popularity (i.e.  “FuturePulse track 

popularity”) 

date_from* string <date> start date from which to retrieve popularity 

values 

Example: "2019-11-01" 

data_to string <date> end date of returned popularity measures 

(must not be earlier than date_from; may be 

21 days in the future; if omitted, will return 

predicted popularity measures for 21 days 

into the future) 

Example: "2019-12-31" 

Table 1 Get Track Popularity endpoint parameters (* = parameter required) 

Example request: 

GET /popularity/sources 

Example response: 

{ 

    "status": 200, 

    "timestamp": 1582284696736, 

    "data": [ 

        { 
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            "source": "spotify", 

            "country": "global", 

            "outer_id": "5yaCquc7koPqtgj7v0lwHX", 

            "popularity_values": [ 

                { 

                    "popularity": 58, 

                    "date": "2020-01-20" 

                }, 

                { 

                    "popularity": 58, 

                    "date": "2020-01-21" 

                }, 

               ... 

            ] 

        }, 

        { 

            "source": "youtube", 

            "country": "global", 

            "outer_id": "_66jPJVS4JE", 

            "popularity_values": [ 

                { 

                    "comments": 10370, 

                    "dislikes": 7130, 

                    "likes": 191437, 

                    "views": 59565312, 

                    "date": "2020-01-20" 

                }, 

                { 

                    "comments": 10369, 

                    "dislikes": 7138, 

                    "likes": 191681, 

                    "views": 59606486, 

                    "date": "2020-01-21" 

                }, 

                ... 

                { 

                    "comments": 11160, 

                    "dislikes": 7469, 

                    "likes": 208027, 

                    "views": 61517704, 

                    "date": "2020-02-25" 

                }, 

               ... 

                { 

                    "comments": 11357, 

                    "dislikes": 7591, 

                    "likes": 213150, 

                    "views": 62269789, 

                    "date": "2020-03-11", 

                    "predicted": true 

                } 

            ] 

        } 

    ], 

    "size": 2 

} 

Track Popularity API: GET most popular tracks 

GET /popularity/{source}/toptracks 

Get most popular tracks in a ranked list and their metrics (scores): 

a) the top popular tracks for a source and field on a particular date (using 'date' only)  

b) the tracks with biggest increase for a source and field between two dates (using 'date' and 

'date_diff') 
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Parameters Data Type Description 

source* string source for which to retrieve the top 

popular tracks (e.g. "youtube" or "spotify" 

or “isrc” which will retrieve tracks by 

FuturePulse popularity) 

field string field for which to check the popularity 

values in the specified source to 

determine the top tracks (default: 

"popularity") 

ntop integer number of top tracks to be returned 

(default: 10) 

date string <date> date for which to check the top tracks in 

YYYY-MM-DD format (Example: "2020-01-

31", default: yesterday) 

date_diff string <date> date against which to check an increase 

in the popularity in YYYY-MM-DD format; 

ust be before 'date'; if omitted, only 

values on 'date' will be checked, no 

difference 

Table 2 Get Top Tracks endpoint parameters (* = parameter required) 

Example request: 

GET /popularity/youtube/toptracks?date=2020-02-19&field=views 

Example response: 

{ 

    "status": 200, 

    "data": [ 

        { 

            "outer_id": "kJQP7kiw5Fk", 

            "views": 6634924879 

        }, 

        { 

            "outer_id": "JGwWNGJdvx8", 

            "views": 4627228875 

        }, 

        { 

            "outer_id": "RgKAFK5djSk", 

            "views": 4421396285 

        }, 

        { 

            "outer_id": "OPf0YbXqDm0", 

            "views": 3778463646 

        }, 

        { 

            "outer_id": "fRh_vgS2dFE", 

            "views": 3250014297 

        }, 

        { 

            "outer_id": "CevxZvSJLk8", 

            "views": 3010934284 

        }, 
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        { 

            "outer_id": "hT_nvWreIhg", 

            "views": 2922433303 

        }, 

        { 

            "outer_id": "lp-EO5I60KA", 

            "views": 2913448909 

        }, 

        { 

            "outer_id": "nfWlot6h_JM", 

            "views": 2877563219 

        }, 

        { 

            "outer_id": "YqeW9_5kURI", 

            "views": 2743178147 

        } 

    ] 

} 

 

Artist Popularity API Endpoints 

GET /artists 

Get artists ranked by different criteria, including FuturePulse artist popularity   

Parameters Data Type Description 

page int Paging of the artists 

page=1 (default) num_per_page=10 (default) 
num_per_page int 

sort string Sort artists by the field specified by this parameter. 

This parameter can be one of: popularity, 

popularity_growth, spotify_popularity, 

spotify_followers, spotify_montlhy_listeners, 

sml2f_ratio, playlists, deezer_fans,  

Examples: 

sort=popularity 

sort=spotify_popularity 

order string ASC or DESC 

q string Search by query 

q=smith 

genre string Filter by genre 

genre=dance pop 

Table 3 Get Artists endpoint parameters (* = parameter required) 

 

Example request: 

GET /artists?num_per_page=10&page=1&q=&sort=popularity&order=DESC 

{ 

  "artists": [ 

    { 

      "beatport_charts": 4349, 

      "beatport_id": "10631", 
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      "country": "FR", 

      "deezer_fans": 16659528, 

      "deezer_id": "542", 

      "deezer_link": "https://www.deezer.com/artist/542", 

      "id": 6172, 

      "image": 

"https://i.scdn.co/image/3a8476a71714e7718a41a1157c40f93abb8cc750", 

      "lastfm_id": "David Guetta", 

      "lastfm_link": "https://www.last.fm/music/David Guetta", 

      "name": "David Guetta", 

      "playlist_tracks": 1032, 

      "playlists": 252, 

      "popularity": 92, 

      "popularity_growth": 9, 

      "sml2f_ratio": 2.063, 

      "soundcloud_id": "4904351", 

      "soundcloud_link": "http://soundcloud.com/davidguetta", 

      "spotify_analytics": 0, 

      "spotify_followers": 19385736, 

      "spotify_id": "1Cs0zKBU1kc0i8ypK3B9ai", 

      "spotify_link": 

"https://open.spotify.com/artist/1Cs0zKBU1kc0i8ypK3B9ai", 

      "spotify_monthly_listeners": 39984390, 

      "spotify_popularity": 91 

    }, 

    { 

      "beatport_charts": 626, 

      "beatport_id": "299448", 

      "country": "US", 

      "deezer_fans": 4679596, 

      "deezer_id": "4104927", 

      "deezer_link": "https://www.deezer.com/artist/4104927", 

      "id": 16831, 

      "image": 

"https://i.scdn.co/image/960547a625bc2eb742bb3dd170cbc049d2e94cf9", 

      "lastfm_id": "The+Chainsmokers", 

      "lastfm_link": "https://www.last.fm/music/The+Chainsmokers", 

      "name": "The Chainsmokers", 

      "playlist_tracks": 510, 

      "playlists": 156, 

      "popularity": 91, 

      "popularity_growth": -2, 

      "sml2f_ratio": 3.1, 

      "soundcloud_id": "1642029", 

      "soundcloud_link": "http://soundcloud.com/thechainsmokers", 

      "spotify_analytics": 0, 

      "spotify_followers": 13161675, 

      "spotify_id": "69GGBxA162lTqCwzJG5jLp", 

      "spotify_link": 

"https://open.spotify.com/artist/69GGBxA162lTqCwzJG5jLp", 

      "spotify_monthly_listeners": 40801960, 

      "spotify_popularity": 91 

    } 

  ], 

  "num_per_page": 2, 

  "page": 1, 

  "total": 1684 

} 

 

GET /top_artists 

Returns the top N artists, sorted by popularity or popularity growth, for a specific country 

and date, based on chart appearences  
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Parameters Data Type Description 

country* string Country code of the country of interest 

using the ISO 3166-1 alpha-2 country 

codes. 

date* string The date for which top artists are returned 

limit int Number of top artists to be returned.  

By default the top 10 artists are returned. 

rank_by string popularity or growth 

This parameter ranks the top artists 

returned by this method either by popularity 

or by growth.  

Table 4 Get Top Artists endpoint parameters (* = parameter required) 

 

Example request: 

GET /top_artists?country=SE&date=2020-02-10&limit=5&rank_by=popularity 

 

{ 

  "country": "SE", 

  "date": "2020-02-08", 

  "artists": [ 

    { 

      "id": 160407, 

      "name": "Dree Low", 

      "spotify_id": "3tNPDodRNuLdezJnTsYOqy", 

      "popularity": 1, 

      "raw_count": 21911763, 

      "popularity_growth": 0 

    }, 

    { 

      "id": 880338, 

      "name": "Yasin", 

      "spotify_id": "6rYEqmajzlhGVaayOJ2bpJ", 

      "popularity": 0.5709171213465883, 

      "raw_count": 10124072, 

      "popularity_growth": -0.273842095512827 

    }, 

    { 

      "id": 160583, 

      "name": "Victor Leksell", 

      "spotify_id": "6RJXSfbIkEMoCJ8GAg2dVO", 

      "popularity": 0.7388417859771029, 

      "raw_count": 16149684, 

      "popularity_growth": 0.37146129672795203 

    }, 

    { 

      "id": 160932, 

      "name": "Z.E", 

      "spotify_id": "3PtEOX0PJSh7ndOL4tP0NR", 

      "popularity": 0.45658848671927416, 

      "raw_count": 5824075, 
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      "popularity_growth": -0.06622012072016176 

    }, 

    { 

      "id": 116028, 

      "name": "Dani M", 

      "spotify_id": "5ILMkt5lW4KAyTXMNYWaGF", 

      "popularity": 0.32714298592126495, 

      "raw_count": 1532677, 

      "popularity_growth": -0.056328940796408655 

    } 

  ] 

} 

 

Genre Popularity API Endpoints 

GET /genres/{genre_id}/popularity 

Returns a timeline of popularities for a specific genre, in a specific country for a specific 

time period.   

Parameters Data Type Description 

genre_id string The id of the genre, obtained through the 

/genres endpoint 

source string Specifies the taxonomy of the genre. This 

can be either spotify, or future_pulse 

resolution string The time period for which popularites are 

calculated. This can be weekly (default), 

monthly, yearly.   

since string Specifies the date after which the endpoint 

must include results. 

since=yyyy-mm-dd 

until string Specifies the latest date for which the 

endpoint must include results. 

since=yyyy-mm-dd 

country* string Country code of the country of interest 

using the ISO 3166-1 alpha-2 country 

codes. For example: 

country=SE 

country=FI 

country=FR  

Table 5 Get Artists endpoint parameters (* = parameter required) 

Example request: 

GET /genres/3854/popularity?country=SE&since=2020-01-01 

{ 

  "country": "SE", 

  "genre": "dance pop", 

  "scores": [ 

    { 

      "popularity": 0.351, 
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      "raw_count": 865, 

      "since": "2020-01-12", 

      "until": "2020-02-08" 

    }, 

    { 

      "popularity": 0.349, 

      "raw_count": 971, 

      "since": "2020-01-05", 

      "until": "2020-02-01" 

    }, 

    { 

      "popularity": 0.405, 

      "raw_count": 792, 

      "since": "2019-12-29", 

      "until": "2020-01-25" 

    }, 

    { 

      "popularity": 0.434, 

      "raw_count": 791, 

      "since": "2019-12-22", 

      "until": "2020-01-18" 

    }, 

    { 

      "popularity": 0.449, 

      "raw_count": 789, 

      "since": "2019-12-15", 

      "until": "2020-01-11" 

    }, 

    { 

      "popularity": 0.425, 

      "raw_count": 755, 

      "since": "2019-12-08", 

      "until": "2020-01-04" 

    } 

  ], 

  "since": "2019-12-08", 

  "until": "2020-02-08" 

} 

 

GET /genres_ranking 

Returns the top N genres, sorted by popularity or popularity growth, for a specific country 

and date. 

Parameters Data Type Description 

country* string Country code of the country of interest 

using the ISO 3166-1 alpha-2 country 

codes. 

date* string The date for which top genres are returned 

source*  Specifies the taxonomy of the genre. This 

can be either spotify, or future_pulse 

limit int Number of top genres to be returned.  

By default the top 100 genres are 

returned.If future_pulse taxonomy is 

selected, then all the genres are returned 
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as the total number of FuturePulse genres 

is less than 100.    

rank_by string popularity or growth 

This parameter ranks the top genres 

returned by this method either by popularity 

or by growth.  

Table 6 Get Top Genres endpoint parameters (* = parameter required) 

 

Example request: 

GET /genres_ranking?country=SE&date=2018-02-01&source=future_pulse 

{ 

  "genres": [ 

    { 

      "growth": 0, 

      "id": 3885, 

      "name": "Pop", 

      "popularity": 1, 

      "raw_count": 2914 

    }, 

    { 

      "growth": 0.0077, 

      "id": 3854, 

      "name": "Dance Pop", 

      "popularity": 0.7577, 

      "raw_count": 1874 

    }, 

    { 

      "growth": -0.0299, 

      "id": 3861, 

      "name": "EDM", 

      "popularity": 0.3396, 

      "raw_count": 940 

    }, 

    { 

      "growth": 0.0512, 

      "id": 3871, 

      "name": "Hip Hop", 

      "popularity": 0.2916, 

      "raw_count": 597 

    }, 

    ... 

  ] 

} 

 

 


